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Abstract  

Assessment of patient consciousness is a key part of emergency triage, enabling rapid 

identification of patients at risk of deterioration. The AVPU scale (Alert, Verbal, Pain, 

Unresponsive) is widely used due to its speed and simplicity, but it remains subjective and 

prone to variability. Recent advances in computer vision and machine learning enable 

automated video-based approaches that may improve consistency in assessment. 

In this study, 132 simulated triage videos from 52 volunteers were collected and annotated at 

frame level for microactions such as examiner–patient interaction, eye state, and pain-related 

facial expressions. A three-stage pipeline was developed to detect interactions, extract 

microactions, and classify consciousness (conscious vs unconscious). Pose-based temporal 

models performed best for interaction recognition, with Long Short-Term Memory (LSTM) 

and Temporal Convolutional Network (TCN) achieving up to 0.90 accuracy. A Convolutional 

Neural Network (CNN) achieved 0.92 accuracy for eye-state classification, outperforming a 

traditional baseline, while pain expression recognition showed moderate performance (F1-score 

of 0.54–0.60). The final TCN-based model achieved 0.92 accuracy for overall consciousness 

classification. Overall, the results show that microaction-driven video analysis is a promising 

approach to support automated consciousness assessment in simulated triage settings, while 

further validation in larger and real-world clinical datasets is required. 

 

Keywords: AVPU Scale, Computer Vision, Action Recognition, Emergency Triage, Deep 

Learning, Healthcare | JEL Codes: D83, D89 
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Chapter 1. Introduction 

Medical emergencies are time-sensitive, high-stress experiences for health professionals, 

providers and systems, as they often include making life or death decisions in seconds. Over 

the past few years, the demand for emergency services has continued to grow significantly. For 

example, in the United States, there were over 140 million emergency department (ED) visits 

in 2021, which represents 43 visits per every 100 individuals (Ohaiba et al., 2024). In England, 

the hospital EDs experienced unprecedented demand in 2024, with 27.42 million attendances, 

corresponding to a 7.1% increase from the previous year. The Royal College of Emergency 

Medicine estimates that prolonged Accident & Emergency (A&E) waits were linked to over 

16,600 excess deaths in 2024, and that in 2023 there were almost 14,000 associated deaths from 

patients waiting 12 hours or longer (~268 per week) (RCEM, 2024, 2025). Ambulance delays 

while transferring patients to hospitals compounded the impact of delays in A&E, with "severe 

potential harm" to more than 44,000 patients during the same time as the reports of deaths, 

including preventing permanent disability or avoiding death (NHS England, 2025).  

Although triage systems exist to prioritize care based on clinical urgency, their 

effectiveness remains limited. A systematic review found that while major triage systems 

demonstrate high sensitivity (>90%) for identifying patients at risk of ED mortality, their ability 

to predict critical illness or post-discharge mortality drops below 80% (Hinson et al., 2019). 

Historically, 3%-45% of inpatients were under-triaged which is the exact opposite acuity to be 

(Hinson et al., 2019). Additionally, triage validation faces challenges due to inconsistencies and 

variations in inter-rater agreement (Moll, 2010).   

In standard emergency care, multiple established triage systems have been integrated to 

differentiate patient care needs based on their clinical urgency. This typically includes the 

Manchester Triage System, developed in the United Kingdom, widely used across Europe, 

which uses complaint-specific flowcharts and discriminators to assign one of five urgency 

levels, each linked to maximum waiting-time targets (Brouns et al., 2019; Zachariasse et al., 

2017). The Emergency Severity Index, which is largely used in the United States, combines 

patient acuity with anticipated resource needs, categorizing patients from level 1 (immediate) 

to level 5 (least urgent) (Travers et al., 2009). In Canada, the Canadian Triage and Acuity Scale 

also employs five categories, based on standardized complaint lists and presentation modifiers. 

It is used to set time-to-physician benchmarks, with adaptations applied in both hospital and 

prehospital settings (Bullard et al., 2017). Across Australia and New Zealand, the Australasian 

Triage Scale uses a five category triage supported on maximum waiting time (for each 
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category), with explicit linkages to risk of physiological decline, and urgency for intervention 

per each category (ACEM, 2023). Across many low- and middle-income settings, the South 

African Triage Scale uses both clinical discriminators and a Triage Early Warning Score; 

patients will be assigned to the final category based on the highest urgency of the components, 

where validated versions for both adults and children can be found (Markussen et al., 2023). 

Beyond triage tools, the Glasgow Coma Scale (GCS) plays a central role in the assessment 

of neurological status. GCS is widely used for trauma and critical care assessment, measuring 

three vital components, which include eye opening, verbal response, and motor response to 

create a score between 3 and 15, generating replicable results. GCS assessment takes time and 

precise scoring, which leads to the possibility of scoring inconsistencies. Therefore, to fulfill 

the need for faster assessments in high-pressure environments, simpler scales such as AVPU 

(Alert, Verbal, Pain, Unresponsive) are usually preferred in triage. Across these systems, a 

shared underlying principle is the prioritisation of patients according to physiological instability 

and risk of deterioration. However, they differ in how explicitly neurological status and 

consciousness are incorporated into the assessment process. This is particularly relevant in the 

National Early Warning Score (NEWS), a clinical deterioration scoring system based on 

routinely measured physiological parameters such as heart rate, blood pressure, respiratory rate, 

oxygen saturation, temperature, and level of consciousness. In NEWS, consciousness is 

assessed using the AVPU scale, meaning that responsiveness is directly embedded as one of 

the contributing variables to the overall risk score. 

The AVPU is a quick way of evaluating patient consciousness, which is used in systems 

like NEWS for initial assessments before healthcare professionals can perform a full GCS 

evaluation where possible. The combination of triage systems with consciousness evaluation 

tools demonstrates the need for emergency care to achieve both fast response times and accurate 

assessments, while maintaining objective documentation standards. 

One widely adopted tool for assessing clinical deterioration is the NEWS, which uses 

physiological parameters to evaluate risk (Kolic et al., 2015). However, its major limitation lies 

in assessing the patient’s level of consciousness, the only subjective parameter in the scale. 

Under high-pressure conditions, this assessment is often incomplete, inconsistently recorded, 

or subject to significant variability among healthcare providers. Such inconsistencies can lead 

to misclassification of patient severity, delayed interventions, and undetected deterioration, 

ultimately impacting patient outcomes. 

Figure 1.1 illustrates the physiological parameters and corresponding scoring criteria of the 

NEWS system, including respiration rate, oxygen saturation, supplemental oxygen use, 
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temperature, systolic blood pressure, heart rate, and level of consciousness, which is assessed 

using the AVPU scale (indicated by the arrow in the figure). 

 

 

Figure 1.1. Physiological parameters and scoring criteria in the NEWS system. 

Note. Adapted from “Factors affecting response to National Early Warning Score (NEWS),” by I. Kolic, S. 

Crane, S. McCartney, Z. Perkins, and A. Taylor, 2015, Resuscitation. Copyright 2015 by Elsevier Ireland Ltd. 

 

Early recognition of at-risk patients experiencing clinical deterioration is a foundation of 

efficient and safe emergency care. NEWS has been adopted throughout Europe as a 

standardized system to support timely decision-making in acute and prehospital settings (Kolic 

et al., 2015). NEWS enables clinicians to rapidly quantify severity by aggregating physiological 

observations into a composite score, enabling them to streamline healthcare resource utilization 

and dictate patient management pathways (Kolic et al., 2015). 

In Portugal, the system of prehospital emergency medicine is already benefited by having 

an electronic clinical record that automatically integrates information on vital signs directly 

from portable monitoring devices. However, a significant limitation remains: the qualitative 

assessment of consciousness through the AVPU scale must still be entered manually by 

emergency medical technicians. Omission of this data is problematic, as without the AVPU 

score the NEWS calculation cannot be established, leading to under-recognition of high-risk 

patients. At the same time, emergency personnel are faced with additional administrative 

burdens that heighten prehospital delays, and the failure to classify patient deterioration 

nullifies the NEWS system's main purpose. 

Addressing this gap is essential to unlock the full potential of NEWS in the prehospital 

environment. A solution that enables automatic documentation of consciousness level, along 

with already automated vital signs, would allow a complete, accurate, and real-time NEWS 
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score. This would not only improve early recognition of deterioration but also improve 

decision-making, patient prioritization, and continuity of care from the field to hospital. 

This challenge is even more pronounced in prehospital care settings, as those experienced 

by INEM (Instituto Nacional de Emergência Médica) in Portugal. The AVPU scale is an 

expedient and simple instrument for determining level of consciousness. However, since it 

relies on subjective assessment, it is subject to inconsistency and omission when used in real-

time triage. 

 

1.1  Objectives 

The primary objective of this Dissertation is to research and develop a computer vision-based 

automated system inspired by the AVPU assessment protocol for evaluating patient 

consciousness in emergency triage scenarios. Although the AVPU scale categorizes 

responsiveness into four levels, the proposed system does not perform a direct four-class AVPU 

classification. Instead, it focuses on the automated detection of clinically relevant microactions 

associated with different stages of the AVPU assessment process, such as examiner–patient 

touch interactions commonly associated with verbal responsiveness assessment and pain-

inducing stimuli used in reduced-responsiveness evaluation, as well as patient-related cues 

including eye state and facial expressions associated with pain. These detected microactions are 

then temporally aggregated to produce a final binary classification of the patient as conscious 

or unconscious, with the goal of supporting medical personnel in time-critical emergency and 

pre-hospital environments. 

For this purpose, the research seeks to identify the clinical application and working 

practices of AVPU testing, particularly in pre-hospital and emergency settings. Such 

environments tend to place a lot of pressure on medical professionals, where manual 

verification of a patient's responsiveness can result in inconsistency and delay in treatment. At 

the heart of this initiative is thereby an inquiry into the possibility of addressing the limitations 

of manual AVPU testing through automation. 

Since there are no existing publicly accessible datasets for the assessment using AVPU, 

one of the major objectives of this study is the creation and design of an AVPU assessment 

custom video dataset consisting of emergency response simulations. This includes constructing 

clinically relevant scenarios from AVPU protocols, constructing an intensive annotation 

protocol directed by medical experts to annotate microactions and reactions with precise 

temporal boundaries, performing quality control checks such as multi-rater annotation and 
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inter-annotator agreement analysis to supply guarantees of ground truth reliability. Ethical and 

data-protection statutes are adhered to at all times. 

The Dissertation also describes the development of a prototype system that processes video 

data to classify the responsiveness of a patient. It is achieved via the combination of facial 

expression analysis and body movement recognition—two complementary computer vision 

approaches that when combined can record important behavior cues regarding all AVPU 

categories. 

The prototype's functionality is verified by means of quantitative and qualitative testing and 

evaluation. This includes evaluating the system on unseen video data in terms of robustness and 

generalization capacity. Finally, the Dissertation presents a reflective consideration of the 

broader implications for the suggested method, e.g., clinical utility, ethical problem, and 

potential for future development in real emergency and pre-hospital scenarios. 

Keeping these goals in mind, the Dissertation offers an end-to-end, clinically informed 

solution from dataset development and labeling, model training and evaluation to decision-

making and enhancing consciousness assessment consistency when time and accuracy are of 

the essence. This leads to the research question: 

How can computer vision techniques support automated video-based binary consciousness 

classification of patients as conscious or unconscious, inspired by the AVPU protocol, in pre-

hospital emergency triage environments? 

 

1.2  Contributions 

This Dissertation offers relevant and innovative contributions with application in the combined 

fields of emergency medicine, computer vision, and e-health in addressing the problem of 

consciousness classification. It presents a computer vision-based system that integrates facial 

expression analysis, body pose estimation, and temporal modeling to automatically estimate 

patient responsiveness using the AVPU scale. It also introduces a dataset that was created to 

enable training and evaluation of these tasks. This dataset comprises simulated emergency 

conditions recorded with volunteers under clinical monitoring and annotated by medical staff 

to ensure robust medical criteria. Furthermore, the work enriches the field by introducing action 

and movement detection through pose estimation and sequence modelling. 

Thus, this facilitates the identification of goal-directed and reflexive microactions, such as 

responses to speech input or painful stimuli, which are essential to distinguish AVPU states. A 

real-time prototype is developed to offer emergency medical personnel objective and 
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standardized support for assisting in making quick triage decisions. The system is qualitatively 

tested for reliability, clinical utility, and usability by medical professionals and quantitatively 

tested for performance, reflecting its effectiveness, clinical utility, and usefulness. Together, 

these contributions strengthen the automation of consciousness assessment in emergency 

settings and provide a clinically guided and innovative basis for further research and use in real-

life scenarios.  

 

1.3  Methodology 

The methodology adopted in this Dissertation is the Design Science Research Methodology 

(DSRM), as documented by Figure 1.2 (Peffers et al., 2007). This approach was selected 

because it is well-suited for research that aims not only to understand a problem but also to 

design and evaluate an artifact as a solution for such problem. In this context, the artifact is a 

prototype capable of automatically performing AVPU consciousness assessments from 

emergency triage videos using computer vision. 

 

Figure 1.2. DSRM methodology 

Note. Adapted from “A Design Science Research Methodology for Information Systems Research,” by K. 

Peffers, T. Tuunanen, M. A. Rothenberger, and S. Chatterjee, 2007, Journal of Management Information 

Systems, 24(3), 45–77. Copyright 2007 by M. E. Sharpe, Inc. 

DSRM is distinct from behavioral Information Systems research due to its emphasis on 

intentional design and innovation. While behavioral research focuses on observing and 

theorizing existing practices, DSRM aims to transform these practices through the creation of 

novel and useful artifacts. In the context of health informatics and digital transformation, where 

technology must adapt to delicate, real-time clinical environments, DSRM offers a rigorous yet 

flexible methodology from problem identification to pragmatic evaluation. 

This process entails six core activities: problem identification and research motivation; 

definition of solution objectives; design and development of the artifact; demonstration of the 



7 
 

artifact in situ; evaluation of performance; and communication of results. These processes are 

not necessarily linear and often iterate, particularly between design and evaluation, refining the 

artifact based on empirical evidence. 

The entry point for this research was problem-initiation-centered. The initiative was 

conceived from a clinical observation: the AVPU scale, although widespread throughout 

prehospital care environments, is marred by inconsistent and subjective interpretation, 

particularly in high-pressure scenarios such as those encountered by emergency responders. 

The motivation for this research was to reduce such subjectivity by offering an automated 

classification method based on facial expressions and bodily movement captured through video. 

Afterwards, a prototype system was developed to analyze and classify simulated 

emergency triage videos according to the AVPU scale. This entailed combining facial Action 

Unit detection (AU), in the sense of the Facial Action Coding System (FACS) and ratings of 

pain, with pose estimation and short-sequence action recognition. The system was trained on a 

new dataset created for this task, consisting of several videos containing four annotated states 

of AVPU. The implementation was done under test conditions to reduce the unpredictability of 

live clinical environments and verify that the initial iteration of the system operated as designed 

and could be tested. 

Following the development phase, the system was tested to see how the prototype 

performed when dealing with novel sequences of videos, simulating real-time classification. In 

the second release, exploratory evaluation was conducted with the involvement of clinical 

professionals, who compared the output of the system with their own ratings. This provided 

technical and domain feedback, crucial to making a judgment about the validity and possible 

utility of the artifact under real-world conditions. 

 

1.4  Outline of the Dissertation 

With the research objectives and methodology established, the Dissertation is structured into 

six chapters, as outlined below: 

• Chapter 1: Introduces the context and motivation behind the Dissertation, addressing 

the clinical and technical challenges in emergency triage, particularly in assessing the 

level of consciousness using the AVPU scale. It outlines the research problem, the main 

goals of the study, and provides an overview of the structure of the Dissertation. 

• Chapter 2: Presents a systematic review of the literature on emergency triage systems, 

with focus on the AVPU scale and its limitations in clinical settings. It also explores the 
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current state-of-the-art in pain and consciousness assessment using computer vision and 

deep learning, including facial expression analysis, pose estimation, and human action 

recognition. The purpose is to identify existing gaps and to establish the relevance of an 

automated AVPU classification system. 

• Chapter 3: Covers the dataset creation process using simulated emergency scenarios, 

the annotation strategy, and the development of the system’s core components, 

including facial expression and pose analysis modules. 

• Chapter 4: Demonstrates the developed prototype through the iterative steps of Design 

and Development, as well as Demonstration defined by the DSRM process. It also 

explains the user interaction flow, provides examples of video input for each AVPU 

level, and describes how the system processes facial and body movement data to 

generate classifications. Screenshots and visual outputs illustrate the key stages of the 

system in operation. 

• Chapter 5: Evaluates and discuss the proposed prototype. The evaluation is conducted 

using unseen video data and incorporates both quantitative methods—such as precision, 

recall, and confusion matrices—and qualitative validation through feedback from 

healthcare professionals. Therefore, the purpose of this chapter is to examine the 

effectiveness, reliability, and responsiveness of the artifact while ensuring its relevance 

to emergency triage contexts. Beyond the evaluation, the chapter also offers a critical 

discussion of the broader implications of the system. This includes a reflection on its 

potential strengths and limitations, the ethical considerations associated with the use of 

video technologies in healthcare, and an assessment of the practical applicability of the 

system in both pre-hospital and clinical environments. 

• Chapter 6: This final chapter summarizes the developed work, highlights the main 

contributions to the field of digital health and emergency care, and suggests directions 

for future research, including potential integration into real-world emergency services 

and scaling with larger clinical datasets. 
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Chapter 2. State of the art 

The review of the state of the art starts by examining whether there is pre-existing Artificial 

Intelligence (AI) research that addresses the specific problem of detecting levels of 

consciousness through the AVPU scale. Identifying such work makes it possible to understand 

what has already been attempted, what contributions have been made, and what limitations 

remain. After clarifying this question, the review expands into the two main technical areas that 

underpin automated AVPU assessment: action recognition and facial expression analysis. 

 

2.1  AVPU-oriented literature review 

Literature review was organized around the two domains most relevant to AVPU automation. 

The first concerns the recognition of clinical interactions and motor responses, that are discrete 

and repeatable actions that can be automatically identified using action recognition methods, 

an area where advances in action recognition and pose estimation provide tools to detect 

gestures such as touch, pain induction, or spontaneous movement. The second focuses on facial 

expression and pain analysis, which are essential when overt motor responses are absent and 

subtle nociceptive cues like grimacing or eye tightening must be detected. Together, these two 

strands of research form the conceptual foundation for the automated assessment of 

consciousness levels in emergency triage. In addition, they directly inform the methodology 

adopted in this Dissertation, where the creation of a bespoke dataset with fine-grained 

annotations of clinical interactions and patient responses provides the necessary ground truth to 

develop and evaluate such models. 

The AVPU scale is structured as a sequence of progressively applied assessments. After 

observing whether the patient is spontaneously alert, the clinician initiates two key forms of 

interaction: first through verbal contact combined with light touch (V), and then, if necessary, 

through the application of a painful stimulus (P) such as a trapezius squeeze or sternal rub. If 

neither of these interactions produces a reaction, the patient is classified as Unresponsive.  

This two-part structure, beginning with interaction recognition and moving to patient 

responsiveness, directly reflects the clinical logic of AVPU and underpins the organization of 

the review. This alignment of the AVPU protocol and the systematic review focus is shown in 

Figure 2.1, where it is possible to observe how the key clinical interactions (touch and pain 

induction) and their related domains of analysis (action recognition and facial expression 

analysis) are integrated into the review framework. 
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Figure 2.1. Alignment between the AVPU scale and the systematic review 

Furthermore, advances in human activity recognition and pose estimation are particularly 

relevant in this context. Detecting whether a clinician applies a tactile stimulus or performs a 

painful maneuver, and whether the patient responds with movement, can be framed as a 

sequence of actions unfolding over time. Video-based action recognition methods provide tools 

for capturing these interactions, not only by analyzing the patient’s body movements but also 

by recognizing the clinician’s initiating gestures. This is especially important because the 

meaning of a patient’s response depends on its temporal relationship to the applied stimulus: a 

reflexive withdrawal after a painful stimulus has a different diagnostic significance than a 

spontaneous gesture in the absence of stimulation. By reviewing the literature on action 

recognition in healthcare, it becomes possible to identify techniques capable of modeling these 

stimulus–response dynamics, which lie at the heart of automated AVPU assessment. 

However, it is important to recognize that not all patient responses to pain are expressed 

through gross motor actions. In many cases, particularly where the patients are physically 

restrained, weakened, or neurologically compromised, motor responses are absent or trivial. 

Thus, facial reactions are usually the most reliable indicators of unimpaired consciousness. 

Grimacing, eye closing, or minimal movements around the brow and mouth are generally the 

only visible responses that demonstrate the painful stimulus has been perceived. 

Therefore, studies in facial expression analysis and pain detection provide complementary 

methods to action recognition by focusing on micro-level cues rather than full-body 

movements. Techniques based on the FACS and pain intensity scores, such as the Prkachin and 

Solomon Pain Intensity (PSPI) measure, have demonstrated the ability to detect nociceptive 

responses from visual features alone. These approaches are directly applicable to the “Pain” 

stage of AVPU, since they provide objective means to identify reactions that may otherwise go 

unnoticed in the absence of overt motor activity. Integrating insights from this body of research 

alongside action recognition therefore ensures a more complete coverage of the AVPU process: 
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body movement analysis addresses spontaneous activity and responses to touch, while facial 

expression analysis captures subtler responses to painful stimuli. Together, they form a coherent 

technological framework that mirrors the clinical sequence of AVPU assessment. 

 

2.2  PRISMA-based review methodology  

The Preferred Reporting Items for Systematic reviews and Meta-Analyses (PRISMA) 

methodology helps authors to perform literature reviews and meta-analyses more effectively 

(Moher et al., 2009). It is an essential method to present systematic reviews of other research 

forms, including observational studies, diagnostic test accuracy studies, and qualitative 

research, ensuring transparency, completeness, and reproducibility in reporting. 

Two complementary searches, i.e., for facial expression and action and pain analysis and 

pose estimation, were conducted in Scopus, Web of Science and PubMed. The searches were 

limited to the last ten years and to English language publications, such as peer-reviewed journal 

articles, reviews, and conference papers. Since vision-based testing is highlighted in this 

Dissertation, only studies using video as first modality were considered; multimodal studies 

were just included if central position of visual stream was in approach or result. 

To isolate result of construction and search, the process is described in two levels.  

Building directly upon the Concept-Context-Limitations schema summarized in Table 1 

and Table 2, two query search strings were instantiated. The Concept column supplied the core 

keywords for each domain, the Context column captured the target phenomenon and visual 

scope (i.e., hand-focused action recognition and facial pain analysis), while the Limitations 

column defined the temporal window, language, study type, modality (video-based), and the 

requirement for quantitative outcomes. These query results were processed with the same 

inclusion/exclusion rules and then screened according to PRISMA (see Figure 2.2). 

Table 2.1 initially lays out the action-recognition topic search plan, what was searched for, 

what limits were placed on the search to confine it to emergency and triage settings, and what 

was included and excluded. It's a form table: it tells us what was being looked for and under 

what parameters records were included and excluded but doesn't tell us about outcomes.  

Table 2.2 has the same purpose for the facial pain-analysis group and shows an open 

register of corresponding terms, scopes of scope, and inclusion criteria. Following screening 

and eligibility determination based on PRISMA is the summary of studies included above said 

methods. 
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Table 2.1. Search strategy and eligibility for Action Recognition. 

Concept Context Limitations 

Action Recognition 

Pose Estimation 

Skeleton training 

Hand  

Hand / upper-limb focus 

Video-based action recognition  

General-domain (not restricted 

to a clinical setting) 

Last 10 years 

Peer-reviewed journals, articles, reviews and news 

Written in English 

Vision-based (video) only 

Quantitative results required (e.g., accuracy, F1)  

 

Table 2.2. Search strategy and eligibility for Facial Expression and Pain Analysis. 

Concept Context Limitations 

Facial expression 

FACS 

Pain detection / assessment 

Deep learning / Machine 

learning / “Computer vision”  

Pain-related facial analysis 

Pain detection / assessment 

General-domain pain analysis (not 

restricted to triage) 

Video/image studies (when applicable) 

Last 10 years 

Peer-reviewed journals, articles, 

reviews and news 

Written in English 

Quantitative results required 

 

The first query - "action recognition" AND ("pose estimation" OR "skeleton tracking") 

AND ("hand") realizes the Action Recognition strategy in Table 1 by combining motion-centric 

terminology with pose-based representations relevant to fine-grained upper-limb interactions, 

which are central to clinician–patient contact and stimulus–response assessment in emergency 

triage scenarios. 

The second query - ("facial expression" OR "facial action coding system" OR "FACS") 

AND ("pain detection" OR "pain assessment") AND ("deep learning" OR "machine learning" 

OR "computer vision"); the search strategy underlying the Facial Expression and Pain Analysis 

plan in Table 2 targeted nociception-related facial cues in triage contexts. We listed each study 

according to its year of publication, application domain-namely movement versus facial pain, 

methodological family, and use case.  

In addition to the mentioned structured queries, complementary ad-hoc searches were 

conducted to ensure coverage of the most recent and emerging work. These included manual 

screening of references from relevant systematic reviews and targeted searches of preprint 

repositories (e.g., arXiv) to identify recent studies not yet published in peer-reviewed journals. 

All records identified through these alternative sources were subjected to the same screening 

and eligibility criteria as database-derived records and are reported separately in the PRISMA 

2020 flow diagram. 
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2.3  Related work 

2.3.1 Action Recognition 

Automated detection of human action and movement is poised to become central to contactless, 

real-time patient monitoring. Consequently, vision-based systems are able to classify human 

behavior without the need for intrusive sensors. Therefore, they enable applications such as fall 

detection, postural monitoring, rehabilitation assessment, and early detection of responsiveness 

changes at the bedside. In emergency and critical care, determining whether a patient shows 

purposeful movement when responding to stimuli—the "P" in the AVPU scale—is an important 

clinical assessment. However, whereas earlier work on automated testing has focused on pain 

recognition through facial analysis, comparatively less effort has gone into recognizing short 

and simple body movements as indicators of consciousness. A methodological gap today exists 

that can be plugged by cutting-edge action recognition. 

A study by Choi et al. directly tackles AVPU classification with computer vision and speech 

technologies (Choi et al., 2023). Their system combined body and face video with speech 

recognition to identify whether a simulated patient could be categorized as alert, responsive to 

verbal or painful stimulus, or unresponsive. The results were promising, with accurate 

performance under controlled conditions, and the research demonstrated for the first time that 

AVPU can be operationalized via automated video analysis. Nevertheless, the study also 

Figure 2.2. Prisma diagram for systematic literature review. 
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revealed considerable shortcomings. It was limited to simulation scenarios with a small group 

of participants, depended heavily on language-specific speech recognition, and relied on rule-

based mapping between detected events and AVPU states. These constraints reduce 

generalizability to real prehospital environments, where conditions are far less predictable, and 

the critical temporal relationship between a clinician’s stimulus and the patient’s response is 

not considered. This gap defines the “drawer” that motivates the present Dissertation: the need 

for methods capable of modeling stimulus–response dynamics in a robust, data-driven way. 

Early and mid-cycle surveys set a path from hand-crafted features towards deep models 

that all jointly learn spatiotemporal patterns and combine Red, Green and Blue (RGB), depth, 

and skeleton streams (Zhang et al., 2016). This path is promising for AVPU-related scenarios 

because motions are brief, context-dependent, and often partially occluded. Even so, most of 

the existing work is tested on entertainment or daily-activity benchmarks rather than on clinical 

footage; hence, direct transferability to triage is restricted. 

Here, pose-based approaches are particularly well suited since they are structure-focused 

rather than appearance-focused and, as a result, can better preserve privacy. For instance, 

Rajasegaran et al. demonstrated that recovering 3D joint coordinates from monocular video 

with Tracking and encoding them using a transformer (PoseFormer) can rival or surpass RGB 

baselines on large datasets such as Kinetics-400 and AVA with up to 72.8% top-1 on Kinetics-

400 using pose alone (Rajasegaran et al., 2023). Hence, for AVPU-like micro-movements, this 

approach has some appeal: skeleton sequences are generally insensitive to clothing, lighting, 

and background variation prevalent in prehospital scenarios. However, a major limitation 

remains: since these benefits are tested on general-domain corpora, it remains unclear how far 

they generalize under restricted clinical perspectives, heavy occlusions due to blankets or 

caregivers, and unusual postures on stretchers. 

Efficiency and latency constraints also apply to deployment; for this purpose, neuromorphic 

deployments seek low-power designs. As an example, Layher, Brosch, and Neumann project a 

DCNN onto IBM TrueNorth in order to classify chosen key poses based on motion-energy 

extrema and pose "extendedness" that combines optical-flow and gradient cues (Layher et al., 

2017). Their findings confirm that low-power real-time action cues are feasible and therefore 

applicable to ambulances' compute- and power-limited embedded devices. However, the 

analyses were typically done on well-curated actions with cooperative subjects, so it is difficult 

to state how well the key-pose heuristic works on quiet reflexes, tremors, or clinician–patient 

conversations common to triage videos. 
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In parallel, hybrid pipelines which restrict attention to semantically meaningful motion 

offer a dual route toward interpretability and efficiency. As an example, Camarena et al. replace 

dense sampling with the utilization of "Key Trajectories" which are connected to pose 

keypoints, thereby reducing trajectories by up to 90% and accelerating inference by up to 8 

times with comparable accuracy on KTH, UCF11, UCF50, and HMDB51 (Camarena et al., 

2022). In the process, such efficiency might make real-time triage support possible on 

commodity hardware. But the trade-off is substantial: because such data represent stylized, full-

body motion, performance over short, localized responses—hand removal, flinchy shoulder 

motions, or small postural adjustments—is still due for testing on clinical video with mess, PPE, 

and varying camera placement. 

Furthermore, a more general class of deep architectures—two-stream Convolutional Neural 

Networks (CNNs) using RGB and optical flow (Feichtenhofer et al., 2016), hierarchical 2D/3D 

CNN with temporal recurrent heads (Li et al., 2016), and motion-vector CNNs for inference 

efficiency (Zhang et al., 2016) —continuously achieves state-of-the-art performance on public 

benchmarks and thus provides implementation blueprints. Nonetheless, because these models 

are heavily rooted in appearance cues and longer, better-segmented activities, their application 

to AVPU is not suitable, as diagnostically significant windows are brief and must be time-

locked to the stimulus. In general, the literature suggests that pose-based or pose-anchored 

methods yield most practical trade-offs between robustness, privacy, and efficiency. However, 

there is a strong lack of evidence on healthcare-specific data.  

Table 2.3 summarizes key studies on action and movement recognition, emphasizing the 

continued disparity between technical progress and clinical applicability. 

2.3.2 Facial Expression and Pain Detection 

Pain detection through facial expression analysis is a forefront of research in computer vision, 

particularly when verbal communication is impaired or impossible. Among the pioneering tools 

in this area is the FACS that identifies individual facial movements—called Aus —that are 

associated with affective and physiological state, including pain (Ben Aoun, 2024). The AUs, 

such as brow lowering (AU4), orbital constriction (AU6 and AU7), and lip stretch (AU20), are 

all closely linked with nociceptive response and underlie much of the automated pain detection 

technology (Ben Aoun, 2024). 
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Table 2.3. Summary of key studies on action and movement recognition. 

Author(s) Deep Learning Model Main Contribution 

Fu et al. (2023) 
Improved YOLOv7-Pose + ConvNeXt + 

Coordinate Attention 

Enhanced fitness pose/action recognition 

with attention & better pooling 

Li et al. (2016) Multi-stream 2D/3D CNN + LSTM 
Hierarchical spatio-temporal representation 

(frame, motion, clip, full video) 

Feichtenhofer et 

al. (2016) 
Two-Stream ConvNet Fusion 

Spatial & temporal fusion for improved 

recognition 

Layher et al. 

(2017) 

Deep CNN (Eedn) on Neuromorphic 

hardware 

Real-time key pose-based recognition with 

low energy on IBM TrueNorth 

Camarena et al. 

(2022) 

Key Trajectories + Dense Trajectories + 

Pose Estimation 

Faster hand-crafted + DL hybrid for 

efficient recognition 

Hachaj et al. 

(2018) 
Neural Network, Random Forest 

MoCap-based position-invariant 

classification with multiple algorithms 

Lim et al. 

(2024) 

CNN using time-warped joint motion 

images 
Based Taekwondo UA recognition 

Zhang et al. 

(2016) 

Motion Vector CNN + Optical Flow CNN 

(Knowledge Transfer) 

Real-time recognition using motion vectors, 

enhanced by pre-trained optical flow CNNs 

Gong & Luo 

(2025) 

CNN-based models (2D CNNs, 3D CNNs, 

Two-Stream, Fusion architectures) 
Survey 

 

Ground truth labelling in automated facial pain analysis is a crucial step on the way towards 

supervised learning algorithm training and testing. Clinical pain assessment still relies 

traditionally on self-report measures such as the Visual Analog Scale (VAS) and the Numeric 

Rating Scale (NRS). The VAS requires patients to report subjective pain on a continuous scale, 

usually "no pain" to "worst pain imaginable," while the NRS uses a discrete number scale to 

rate the intensity of pain (usually 0–10). Both scales are appropriate for communicative patients 

but inappropriate for unconscious, non-verbal patients or those with altered mental status. 

To avoid the limitation mentioned above, objective scoring systems based on observable 

facial expressions are most frequently used. From these, the most frequently utilized measure 

of facial expression measurement is Prkachin and PSPI score (Prkachin & Solomon, 2008). The 

PSPI score is a summation of intensities of certain AUs coded in FACS, viz., AU4 (brow 

lowering), AU6 and AU7 (orbital tightening), AU9 (nose wrinkling), and AU10 (upward 

movement of the upper lip) (Ben Aoun, 2024). The composite score measures the degree of 

pain-related facial activity, independent of verbal complaint or subjective report. The PSPI is 

traditionally used as ground truth facial pain databases such as the Master Shoulder Pain 

Expression Archive Database (Werner et al., 2022). This dataset enables researchers to train 

machine learning and deep learning algorithms to detect pain from visual facial expressions 
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only, which can translate into the creation of automated systems capable of estimating pain in 

non-verbal patients. 

A spur to progress in the field has been the availability of open-access pain expression 

datasets. The most frequently applied dataset is the Master Shoulder Pain Expression Archive 

Database containing over 200 video sequences of 25 patients. It contains frame-by-frame pain 

annotations with detailed labelling on the Visual Analog Scale (VAS) and FACS-coded AUs. 

The dataset is the gold standard for facial pain expression detection under both classification 

and regression algorithms. Another appropriate database is the BioVid Heat Pain Database 

capturing thermal-induced pain reactions (Werner et al., 2022). In addition to facial videos, 

BioVid also includes physiological signals such as ECG and skin conductance, making it 

appropriate for multimodal analysis. However, BioVid is less popular in deep learning studies 

since it contains less facial information and is comparatively smaller. Other datasets exist but 

are proprietary or insufficiently labeled to meaningfully train or benchmark supervised models. 

To that degree, dataset constraints still place a large-scale burden on generalizability and 

deployment.  

Building on the availability of these open-access datasets—particularly McMaster and, to 

a lesser extent, BioVid—the methodological focus of facial pain analysis has progressively 

shifted from hand-crafted representations to deep, spatiotemporal models. Early work relied on 

geometric and appearance-based features combined with conventional classifiers such as 

Random Forests. As larger, consistently annotated facial video corpora became available, deep 

CNN architectures such as ResNet emerged as the dominant approach, generally achieving 

superior performance and robustness in pain versus no-pain classification. More recent CNN 

hybrids further extend this line of work by explicitly modeling temporal micro-dynamics in 

facial expressions, thereby improving the estimation of pain intensity over video sequences. 

Spatiotemporal models, such as 3D CNNs and attention-based transformers, pushed the 

accuracy even higher by learning joint space-time features, with 3D-ResNet-like models 

exceeding 89% in transformer versions having better correlations for subtle and transient 

expressions (Tavakolian et al., 2020; Zhou et al., 2016). Attention mechanisms that either focus 

on pain-salient areas or impose identity-aware regularization improve robustness by 

disentangling person-specific appearance from expression dynamics (Cui et al., 2021; Xin et 

al., 2020, 2021). Reported accuracy values—e.g., 96–99% with pre-processing, transfer 

learning, and ensemble combination tailored to them (Alghamdi & Alaghband, 2022; 

Karamitsos et al., 2021; Semwal & Londhe, 2021b)—must be approached with caution: the 

majority of reports often feature subject-overlapping folds, over-aggressive pre-processing, or 
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highly restricted evaluation protocols, which can result in biased performance. Cross-subject, 

cross-dataset generalization takes a steep drop in most cases, in favor of identity-disentangling 

training, additional regularization, and demographic diversity. 

Facial analysis is most applicable to the "Pain" step from an AVPU perspective because it 

can detect nociceptive response in cases where limb movement is prevented, confused, or 

absent. Figure 2.3 positions conventional clinical pain scales, and Figure 2.4 demonstrates PSPI 

calculation from AU intensities. Clinical application, however, is faced with three inherent 

limitations. First, emergency video streams bear little resemblance, frontal facial views; head 

pose change, occlusion due to oxygen masks or hands, and non-uniform lighting undermine 

face tracking and AU estimation. Second, the majority of facial responses in critically ill 

patients carry risks of false negatives (FNs), which suggest conservative thresholds or 

confirmation by other modalities. Third, there are concerns regarding equity because AU 

detectors can be poor performers on all skin types, age, and face morphologies if training sets 

are not balanced. These concerns justify the multimodal strategy followed here, in which facial 

information is augmented by pose-based micro-behaviors and, where feasible, synchronized to 

the recorded onset of an incidental vocal or pain stimulus to further strengthen the evidentiary 

value of responses elicited. 

Table 2.4 overviews deep learning works on automatic facial pain estimation and 

summarizes the general trend: state-of-the-art spatial–temporal models and attention models 

perform optimally, multimodal extensions are promising, and the primary challenge to AVPU-

specific application remains external validity in the real-world triage environment. 

 

 

Figure 2.3. Pain intensity scales. (a) VAS (b) NRS (c) FPS-R.  

Note. Adapted from “A Review of Automatic Pain Assessment from Facial Information Using Machine 

Learning,”by N. Ben Aoun, 2024, Technologies, 12(6), Article 92. Copyright 2024 by the author, 

distributed under the Creative Commons Attribution (CC BY 4.0) license. 
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Figure 2.4. Example of a painful face with the PSPI-related AUs. 

Note. Adapted from “A Review of Automatic Pain Assessment from Facial Information Using Machine 

Learning,” by N. Ben Aoun, 2024, Technologies, 12(6), Article 92. Copyright 2024 by the author, distributed 

under the Creative Commons Attribution (CC BY 4.0) license. 

 

Table 2.4. Main studies on deep learning models for automatic facial pain assessment.  
Author(s) Deep Learning Model Main Contribution 

Casti et al. (2019) Pre-trained AlexNet 
Re-annotated dataset with 7 experts; illumination-

invariant 3D frame transformation 

Dragomir et al. 

(2020) 
ResNet Hyper-parameter optimization and data augmentation 

Xin et al. (2020) 9-layer CNN Attention mechanism focused on region-related pain 

Xin et al. (2021)  CNN Locality-aware and identity-aware modules 

Rathee et al. 

(2022) 
CNN 

Efficient CNN parameter initialization using 

MAML++ 

Cui et al. (2021) Multi-scale regional attention 
Self-attention and relation modules to emphasize 

pain-related face parts and inter-relationships 

Karamitsos et al. 

(2021) 

Customized and deeper Visual 

Geometry Group (VGG16) 

Pre-processing: grayscale, equalization, cropping, 

filtering, face detection 

Semwal & Londhe 

(2021a) 
SPANET Shallow CNN with FP reduction strategy 

Alghamdi & 

Alaghband (2022) 
InceptionV3 + shallow CNN Frozen conv block; shallow CNN as classifier 

Zhou et al. (2016) 3D CNN Spatiotemporal pain detection from facial video 

Egede et al. (2020) CNN (frame-based) 
Frame-based pain classification on Master Shoulder 

Dataset 

Aung et al. (2016) CNN 
CNN features combined with Relevance Vector 

Regression for intensity estimation 

Werner et al. 

(2017) 
Deep Neural Network 

Combined handcrafted and learned features for pain 

intensity regression 

Semwal & Londhe 

(2021b) 
Fusion of VGG and CNN 

Combined geometric and appearance features; 

combined distinct feature types (e.g., RGB, entropy-

based texture) 

Huang et al. 

(2019) 

Generative Adversial 

Networks (GAN) + CNN 

Used GAN-based augmentation to improve CNN 

training on limited pain data 

Tavakolian et al. 

(2020) 
Transformer-based 

Vision Transformer model for pain recognition in 

video sequences 

Wang et al. (2017) Graph CNN Used facial landmark graphs for pain estimation 
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Chapter 3. Dataset creation 

An important aspect of the prototype design was the development of a dataset tailored to the 

needs of automated AVPU classification. Since no public datasets are available for such a task, 

a bespoke dataset of simulated emergency situations was established. Beyond simply recording 

video content, the dataset was annotated meticulously at the microaction level—documenting 

the exact onset and duration of clinically significant events such as light touch, pain stimulation, 

eye opening, or head movement. These granular annotations, therefore, are required for model 

development, as they provide the temporal and semantic precision to train algorithms to 

recognize subtle stimulus–response patterns that define each AVPU state. The final dataset 

consisted of approximately 132 video sequences with a total duration of approximately two 

hours, recorded using fifty-two volunteers across the age groups of 18–65. 

 

3.1 Video recording setup  

Data recording was conducted in a simulated environment rather than in ambulances. This 

decision was largely driven by pragmatism and ethics. Ambulances are precious resources 

dedicated to real emergency care and cannot be occupied by research without taking away from 

their availability to the needy. In addition, video capture in ambulances during live emergencies 

poses serious problems in terms of patient consent, privacy and safety, as well as practical 

constraints in deploying and configuring the required recording equipment quickly and safely 

without interfering with clinical care. Due to these concerns, the dataset was created under 

controlled conditions that nonetheless strove to ensure a high degree of clinical realism. The 

scenarios were built and acted out by health care practitioners whose skill level ensured that the 

simulated interaction was close to the reality of pre-hospital emergency inspections. 

The development of the dataset was subject to a process designed to deliver clinical realism 

and methodological rigor while maintaining the scenarios clinically consistent and 

reproducible: 

1) Healthcare professionals first examined typical pre-hospital environments and 

determined the set of scenarios required to span the whole variety of AVPU states. 

These scenarios were carefully developed to reflect clinically tested processes and to 

provide adequate coverage of the different levels of consciousness assessment. 

2) In the second stage, pilot recordings of interactions between the professionals were 

conducted. This allowed them to pilot and refine the simulation process so that the 

procedures were replicable and represented clinical practice. 
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3) Finally, the final dataset videos were recorded, consisting of interactions between 

healthcare professionals and a group of volunteers who simulated varying levels of 

responsiveness on the AVPU scale. 

This task was performed in collaboration with an emergency specialist, who designed the 

simulated scenario and developed the dataset. Under her supervision, the recording sessions 

were organized based on clinically tested interactions that are representative of the AVPU scale. 

These scenarios were based on microactions most relevant to the determination of 

responsiveness: gentle touch to secure verbal-level response, pain stimulation to evaluate 

responses at the pain threshold, spontaneous or elicited head movement, and eye opening or 

closing as salient indicators of alertness or unresponsiveness. Medical specialists were 

consulted in the development of these scenarios to ensure that they were consistent with existing 

triage procedures and were representative of diagnostic behavior. 

Figure 3.1 illustrates an example of a touch interaction, where a clinician is applying a 

gentle tactile stimulus to the shoulder of a volunteer simulating impaired responsiveness. This 

type of interaction is relevant to distinguishing the "Verbal" level of the AVPU scale, where a 

patient is not spontaneously alert but does respond to light stimulation. Figure 3.2 illustrates a 

pain induction interaction, where a more severe physical stimulus is being applied. This is the 

clinical step to assess whether a patient who did not respond to voice or touch can make any 

reaction to pain, which corresponds to the "Pain" level of the AVPU score. Both examples 

illustrate the stepped clinical process of going from less invasive to more severe stimuli to assess 

reducing levels of consciousness. 

 

 

Figure 3.1. Touch interaction. 
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Figure 3.2. Pain induction interaction. 

 

3.2 Video annotation 

Once recorded, all video material was imported into the Label Studio platform for detailed 

annotation. The annotation process was carried out by clinical experts, who identified and 

labeled the precise moments where microactions occurred, such as the onset of a touch or the 

response to a painful stimulus. This process enabled the dataset to be segmented into temporal 

intervals with medically meaningful ground truth labels. Figure 3.3 presents a screenshot of a 

touch annotation within Label Studio, where the interaction is highlighted in green against the 

surrounding context. This visual segmentation allows the learning models to focus on the exact 

time window of interest rather than the entire video sequence. Figure 3.4 shows the annotation 

of a pain induction event which was labeled in red to differentiate it from intervals which do 

not have such stimulation. Each annotation includes its exact start and end times. Consequently, 

the dataset captures both the type of microaction and its duration. This temporal information is 

crucial for training models that recognize patterns over consecutive frames.  

 

Figure 3.3. Example of Touch annotation in Label Studio. 
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Figure 3.4. Example of Pain induction annotation in Label Studio. 

 

To ensure reliability, annotations were performed independently by more than one clinical 

expert and later compared. Inter-annotator agreement was measured using Cohen’s kappa, 

which confirmed a high level of consistency in identifying the key microactions across raters. 

This strengthened the dataset’s validity as a clinical ground truth. 

The resulting dataset therefore provides a structured, clinically informed foundation for 

model training. It includes the basic microactions corresponding to AVPU classes, is temporally 

partitioned for learning spatio-temporal dynamics, and presents visual samples illustrating both 

the clinical interactions and the corresponding annotation procedure. Thus, the dataset not only 

enables the training of automatic models but also integrates clinical knowledge in the annotation 

process, closing the loop between medical knowledge and computational modeling. 

The study was ethically cleared by Comissão de Ética da Escola de Tecnologias e 

Arquitetura, Iscte (ref. CE-ISTA/2025.08, project Proj-ISTA-2025.07, 21 July 2025 decision). 

The approved protocol covers simulated sessions with healthy adult volunteers, immediate 

pseudonymization, secure institutional storage with access control, and deletion of identifiable 

source videos within six months after data collection concludes; written informed consent is 

provided using the committee’s model. 

 

3.3 Population characterization 

The distribution for the population of volunteers was defined to ensure heterogeneity in terms 

of age, sex, and physical appearance, thereby replicating the heterogeneity of patients one 

would typically encounter in pre-hospital emergency settings. Fifty-two healthy adult 

volunteers participated in the study, with no known neurological or chronic conditions likely to 
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hamper the assessment of responsiveness. This was required in order to avoid systematic biases 

in the simulation of responses to verbal or painful stimuli. 

The group was made up of twenty-nine males and twenty-three females to ensure a 

balanced gender representation. The subjects' age ranged from eighteen to sixty-five years, with 

the average age at about thirty-seven years. The young adults were included to gather rapid and 

expressive motor responses, while older adults were intentionally represented so that slower or 

less apparent tendencies of reaction would be possible. This heterogeneity is particularly 

relevant as emergency triage systems must be able to generalize to a wide variety of patients 

differing in physiological and expressive characteristics. The age distribution of the dataset is 

presented in Table 3.1. 

 

 

Table 3.1. Age distribution of the 52 volunteers included in the AVPU dataset. 

Age group (years) Number of participants Percentage (%) 

18–25 10 19.2 

26–35 12 23.1 

36–45 13 25.0 

46–55 10 19.2 

56–65 7 13.5 

Total 52 100.0 

 

This distribution shows that more than half of the subjects were over the age of thirty-five 

years old, ensuring that the dataset will include a wide range of slower or more subdued 

responses typically included within older participants. At the same time, many younger subjects 

were also included, providing samples of more emotive and physically agile reactions. 

Thus, this level of demographic variation ensures that the dataset provides a solid 

foundation for training and testing computer vision models for AVPU classification. It 

encompasses variability in facial composition, movement patterns, and expressiveness across 

different ages and genders, making it more likely that the models generalize beyond the 

controlled simulation setting and perform well in real emergency scenarios. 

 

3.4 Summary 

This chapter described the creation of a custom video dataset to support automated AVPU 

classification, from preparation to annotation. First, we motivated the need for a bespoke 

resource and recorded approximately 132 video sequences (~2 hours) in a controlled simulation 

setting, balancing realism with ethical and operational constraints. The scenario design 
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followed standard pre-hospital procedures and targeted clinically meaningful microactions-

light touch, pain stimulation, eye/head movements-such that stimulus-response dynamics 

central to the AVPU could be observed. Using Label Studio, clinical experts annotated each 

sequence at the microaction level with precise onset and duration, thus enabling temporally 

aligned ground truth usable by spatiotemporal learning. Inter-annotator agreement by Cohen's 

kappa confirmed the reliability of the annotations, while the entire study proceeded under 

approved ethical protocols, including consent, pseudonymization, access control, and limits on 

retention. Finally, population characterization ensured demographic heterogeneity, improving 

the dataset's representativity and model generalization potential: 52 healthy adult volunteers 

aged between 18 and 65 years, well balanced by sex and age groups. The established dataset 

was curated and ethically approved, reliably annotated, and forms the empirical basis for the 

prototype development described in the next chapter.  
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Chapter 4. System Development 

Since prototype development involves creating an artifact that addresses a specific clinical 

issue—timely and accurate monitoring of the patient's state of awareness based on video 

observation—it adhered to the DSRM methodology guidelines. The primary objective is to help 

medical personnel automate the observation of microactions related to the AVPU scale such as 

reaction to touch, pain behavior, or eye movement. 

 

4.1 System requirements 

Functional/non-functional requirements have been set before implementation by consulting 

with experts from emergency medicine to ensure the system is clinically acceptable, technically 

feasible, and of high ethical standards. 

Operationally, the system is required to recognize the discriminative microactions 

associated with each responsiveness phase, representing them as temporally bounded events, 

and integrate pose, facial, and contextual features extractable from video. Based on these 

observations, the system can then infer the corresponding AVPU score. 

In addition to these requirements, the prototype was conceived with a view to future real-

time or near real-time operation, although no formal latency measurements were performed in 

the scope of this Dissertation. The system was also designed to comply with the privacy 

obligations established by the ethics committee and to adopt a modular architecture, enabling 

each component to be developed, evaluated, and improved independently. 

 

4.2 System architecture 

The design employs a modular processing architecture where each module performs different 

computational tasks that cumulatively work towards a broader goal. The use of such 

architecture improves scalability, allowing the system to have modules easily replaced, 

modified, or even removed with no significant impact on the system architecture. 

Figure 4.1 shows a schematic representation of the system’s architecture, showing the flow 

of information among the different modules, as well as the path that leads to the final result. 

The four major stages of the pipeline are identified. The first is where the input is acquired in 

the form of video sequences showcasing interactions during an emergency scenario. The second 

is the microaction detection stage, where facial features, body pose, and microactions such as 

touch, pain, eye opening or closure, are scrutinized by trained deep learning-based computer 
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vision models. The third is where the microactions are combined for the final result, which is 

an estimation of the AVPU score, along with logs that are meant for analysis. 

 

 

 

Figure 4.1. Architecture of the proposed system for AVPU-based assessment. 

 

 Finally, the clinical inference and visualization stage aggregates the detected microactions 

to produce a final binary classification of the patient as conscious or unconscious. The stage 

also generates annotated video outputs synchronized with the original audio and formatted logs 

for offline analysis. The audio stream is preserved exclusively for visualization and review 

purposes and is not used as an input to the classification models. Consequently, although the 

proposed approach is inspired by the AVPU assessment process, it does not implement a 

complete AVPU evaluation, particularly because verbal responses are not analysed directly 

from the audio signal. 

4.2.1 Data Acquisition Module 

The first stage of the pipeline is the acquisition process, where the scenarios are acquired in the 

form of video. Since a temporally dependent assessment such as AVPU is based on the response 
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of the patient, the video frames are processed one by one to preserve the continuity of behavior 

observations as well as the temporal relationship of patient responses. 

Audio track preservation is also important, as vocalization and speech attributes (e.g., 

patient statements, tone, and voice) are useful in interpretation. However, the primary video 

processing component used by this prototype does not support audio recording while video 

outputs are annotated. To address this issue, the approach that will be detailed later in Section 

4.3 was used, allowing all simulated interactions within a triage scenario to be replayed with 

full audio support. The Data Acquisition Module therefore serves as the entry point of the 

overall system pipeline, as illustrated in Figure 4.1. 

4.2.2 Feature Extraction Module 

After the raw video is acquired, the resulting data is processed by a Feature Extraction Module 

to extract the visual information that can be used for further analysis. Using the MediaPipe 

library, the Feature Extraction Module extracts keypoints corresponding to the body skeleton, 

as well as landmarks on the face, from the video frames. 

This is a critical component in ensuring that the inputs are properly structured for model 

inference. The spatial features, which include the facial structure, are supplemented with 

temporal descriptions that convey the behaviors, such as head and arm movements, as well as 

facial expressions. Additionally, ROI (Region-of-Interest) segmentation, such as the eyes, face, 

and torso, helps reduce variations in the background and focuses on significant visual elements. 

The result of this module consists of sequences of landmarks, which are then fed into the 

Microaction Detection Module. 

4.2.3 Microaction Detection Module 

The core of the system is the microaction detection module, which is responsible for detecting 

small but significant movements that are essential in AVPU scoring. This module is based on 

the hypothesis that a set of observable microactions can quantitate patient responsiveness. 

For this purpose, the module is divided into three self-contained tasks that use deep learning 

models trained on labeled data. 

The initial task, touch detection, which includes the induction of pain, analyzes cases where 

a healthcare professional delivers a gentle touch stimulus or a stronger gesture with the intention 

of inducing pain. The detection is performed through two different mechanisms: (i) an 

algorithm trained to identify temporal patterns of skeletal points to detect touch, and (ii) an 
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algorithm that identifies spatio-temporal patterns in local regions to detect a gesture that induces 

pain. 

The second task, interpretation of facial expressions, decodes patient responses in facial 

behavior signals. The solution utilizes a model that analyzes temporal sequences of facial 

landmarks to decode subtle expressions such as frowning, grimacing, which are indicators of 

distress or pain. 

The third task is the eye state recognition, which identifies whether the patient's eyes are 

open or closed, an important sign regarding the patient’s consciousness. 

4.2.4 Clinical Inference Module 

The outputs produced by the Microaction Detection Module are not sufficient, on their own, to 

determine a patient’s level of consciousness. To be clinically meaningful, they must be 

interpreted within a structured decision process that reflects how AVPU is applied in practice. 

This interpretation is performed by the Clinical Inference Module, which maps the system’s 

technical predictions to AVPU categories by applying a ruleset derived from written triage 

protocol guidelines. 

The module combines the detected microactions and their temporal relationships to 

generate one AVPU label for each time interval. The underlying logic follows the stimulus–

response sequence of AVPU and prioritizes the earliest reliable indicator of responsiveness. If 

spontaneous or purposeful movement is detected without any preceding stimulation, the patient 

is classified as Alert. If a response such as head movement or eye opening occurs after a verbal 

prompt and/or a light touch, the patient is classified as Verbal. If, following a pain-inducing 

stimulus, the system detects a pain-related reaction (for example, a pain facial expression and/or 

a movement response), the patient is classified as Pain. If no meaningful response is detected 

after stimulation and the absence of response persists beyond a predefined time threshold (set 

to five seconds in the prototype), the patient is classified as Unresponsive. 

As illustrated in Figure 4.2, the AVPU assessment implemented in this module follows a 

stepwise procedure. The process begins with an observation of the patient’s baseline state, 

verifying whether the patient appears awake without any external stimulus. When wakefulness 

is sustained continuously for at least one minute, the assessment can be concluded and the 

patient is recorded as Alert. If this condition is not met, the system proceeds to subsequent 

stages of the protocol, in which progressively stronger stimuli are applied and the corresponding 

responses are evaluated. The AVPU label is then assigned based on the first stage in which a 

consistent, clinically meaningful response is detected within the corresponding time window. 
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In case the patient is not conscious, the following action is the use of verbal or touch stimuli. 

If the patient shows a response, the same time-based criterion is applied again. The patient must 

be conscious for one minute. If this is not the case or there is no reaction, it proceeds to the next 

level of assessment. 

 

 

 

Figure 4.2. Flowchart illustrating the automated AVPU classification process. 

Note: The duration can be 

changed according to our needs 
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In this phase, painful stimuli are used, preferably through valid clinical maneuvers such as 

trapezius squeeze or sternal rub. The patient must remain conscious for a predefined period of 

time. If the patient does not react or the reaction is so brief that keeping consciousness becomes 

difficult, the level will be marked as "unresponsive." This level corresponds to the lowest level 

of the AVPU scale. 

The whole logic of this flow chart is sequential and progressive. As far as the patient does 

not meet the criterion of being awake for a predefined period, the level of assessment moves to 

the next level of stimuli. Therefore, all levels of AVPU could be assessed systematically with 

this logic. This logic guarantees a reliable medical approach to the determination of the level of 

awareness. 

4.2.5 Output and Visualization Module 

The final stage of the pipeline provides the system’s result in a clinically relevant, transparent 

manner. The Output and Visualization Module produces labeled videos where the microactions 

identified by the system, as well as the corresponding AVPU classification, are marked upon 

the original video. Thus, the system provides not only the classification result but also the 

microactions that support it. 

The preservation of the original audio is useful additionally from the perspective of 

interpretability, which helps a clinician confirm the correctness of the microaction classification 

generated by the system on the basis of vocal responses, as well as sound cues delivered by the 

patient. The system also has the advantage of providing high-resolution logs that keep track of 

microactions identified by the system with a high degree of precision. 

 

4.3 Technological implementation  

Following the specification of system requirements and architecture, the prototype was 

developed using OpenCV as the main framework for processing the video. OpenCV allowed 

frame-by-frame processing of clinical simulation videos, from file-reading stages to output 

stages. The incorporation of OpenCV with MediaPipe allowed the system to extract both body 

pose key points as well as facial key points, which constitute the foundation of the Microaction 

Detection Module. 

Each video frame was marked with the information resulting from the inference models, 

layering visual cues on top of it, and each identified activity was represented by its 

corresponding AVPU classification. Additional care was taken to preserve the original audio 

track, as it contributes to the realism and interpretability of the recordings. Since OpenCV does 
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not retain audio when writing processed video files, a complementary Python library, MoviePy, 

was integrated into the pipeline to reattach the original audio to the annotated video stream. In 

practice, OpenCV generates the annotated, silent video, and MoviePy then combines this video 

with the corresponding audio track, ensuring synchronized playback for subsequent analysis 

and demonstration.  

This modular and transparent design helped ensure that every technological decision was 

directly aligned with the clinical and methodological needs established earlier. The result is that 

the system design and development comply with the tenets of DSRM, where the technological 

artifact functions as both proof of concept and tool for exploring viability of AVPU assessment 

by AI. 

To ensure a rigorous evaluation and minimize the risk of identity and temporal leakage, the 

dataset was partitioned at the subject level. All videos belonging to a given volunteer were 

assigned exclusively to either the training or testing subset, ensuring that no individual appeared 

in both sets. The split was performed before the creation of temporal windows and derived 

samples, preventing overlapping segments from being distributed across subsets. A total of 70% 

of the subjects were allocated to the training set and the remaining 30% to the testing set. Class 

proportions were preserved as closely as possible during the split. No data augmentation was 

used. All preprocessing, feature extraction, and model training procedures were conducted 

independently within each subset. This evaluation protocol was designed to assess the ability 

of the models to generalize to previously unseen individuals. 

 

4.4 Microaction algorithms 

Identifying which actions will provide the most reliable indicators of a patient's level of 

awareness is a central part of the prototype in building. The key microactions selected to capture 

this include touching, pain induction, head turning, eye opening-even if this is subtle-frowning-

with or without overt pain responses-and movement, in some cases, of other body parts like 

arms. 

These microactions were selected based on the recommendation of experts and due to their 

direct relevance for AVPU assessment, ensuring that the system is trained to recognize 

behavioral patterns that are clinically meaningful for classification. Through focusing on these 

key moments, the system prioritizes the informative visual cues and reduces sensitivity to 

irrelevant motion that would introduce noise and reduce the accuracy otherwise. Besides, 
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temporal localization of these events supports learning of the characteristic stimulus-response 

patterns associated with different responsiveness states. 

In order to facilitate an efficient recognition of these microactions, three deep learning 

models are developed, with each being trained on a set of different representations of the input. 

In the first model, touch actions are identified based on a series of skeletal pose landmarks. In 

the second, actions that induce pain are identified from pose-based motion dynamics. In the 

third, expressions that are linked with pain are identified from a series of facial landm 

The inference process is controlled by a set of rules which are clinically guided, assigning 

a particular AVPU level to a set of microactions identified. For example, the presence of a touch 

event with a facial expression indicating pain, resulting from a pain-inducing maneuver, is 

considered a pain response, assigning the patient to level “P” (Pain). The presence of a touch 

event but no corresponding pain response indicates verbal or light touch stimulation 

responsiveness, assigning the patient to level “V" (Verbal). The presence of a pain-inducing 

maneuver indicates responsiveness to pain-related stimuli. If there was no significant activity 

recorded for longer than a defined period of time, the patient would be rated at level “U” 

(Unresponsive). On the other hand, presence of spontaneous events/activities without external 

stimulation would imply alertness, which would rate the patient at level “A” (Alert). 

The prototype also has a real-time annotation component that produces videos marked with 

the labels of the performed actions and the corresponding AVPU status. The annotated videos 

not only offer an image of the assessment performed by the system, but they also have audio. 

The system also records the AVPU status of each frame of the video as an array of time series 

data, which can then be evaluated. This development stage shows how computer vision, 

machine learning, and medical knowledge come together in the production of an artifact that 

provides technological functionality as well as medical utility. Through aligning microaction 

detection with the AVPU scale by embedding this logic into the real-time video processing 

system, the prototype provides an important foundation that can be built upon in improving the 

practice of emergency assessment and triage. The system represents an instantiation of the 

design artifact according to the DSRM framework, which applies both to medical theory-

building as well as medical innovation. 

4.4.1 Touch / No Touch 

In clinical assessment, light tactile contact is typically the first physical interaction used to 

evaluate a patient’s responsiveness. This contact is intended as a gentle initial cue, commonly 

applied to the patient’s shoulder, to establish engagement and assess basic reactivity. As 
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illustrated in Figure 7, this contact is performed using an open hand with a light touch applied 

to the upper body of a subject positioned in a reduced state of alertness. Thus, accurate 

recognition of this contact in the video is essential for automating the medical assessment of a 

patient’s level of consciousness. 

To detect and distinguish between “Touch” and “No Touch” events, the models listed and 

briefly described in Table 4.1 were tested. Each model exploits a different representation of 

motion and the spatial information present in the video frames. 

 

Table 4.1. Comparison of models for Touch vs. No Touch detection. 

Model Architecture Main Advantages Main Limitations 

CNN + 

LSTM 

3D feature extraction 

using CNN followed by 

LSTM 

Captures both spatial and 

temporal cues; strong visual 

interpretability 

Sensitive to illumination and 

background variation; 

computationally demanding 

Pose-

Based 

Landmark extraction via 

MediaPipe 

Fast inference; invariant to 

lighting and appearance 

Ignores temporal continuity; less 

accurate for subtle movements 

Pose + 

LSTM 

LSTM applied to 

temporal sequences of 

pose vectors 

Robust to visual noise; 

generalizes across subjects 

Requires accurate landmark 

tracking; limited by pose 

estimation errors 

TSM 
CNN backbone with 

temporal shift operation 

Lightweight and efficient; 

suitable for real-time 

deployment 

Limited ability to model long-term 

motion dependencies 

 

The first approach combines the use of Convolutional Neural Network (CNNs) and Long 

Short-Term Memory (LSTM) networks (Hochreiter & Schmidhuber, 1997). A CNN extracts 

frame-level spatial embeddings (e.g., position, touch area, body posture) from short video 

sequences, and an LSTM models their temporal dynamics to recognize “Touch” motion 

stimulus effectively over a few frames.(Núñez et al., 2018). 

The second technique hinges solely on human pose estimation (Fu et al., 2023). Using 

MediaPipe Pose, the method extracts per-frame 3D (x, y, z) keypoints for joints (e.g., wrists, 

shoulders, elbows) to form a compact kinematic representation that reduces sensitivity to 

background/lighting and isolates the core “hand approaching the body” motion. 

Based on the pose representation, a sequential learning element is incorporated through an 

LSTM network, which captures the consistency of human motion (Li et al., 2016). Feeding the 

temporally ordered 33 pose landmarks into an LSTM enables it to learn repetitive arm-

displacement dynamics—smooth touching and retracting cycles—thereby robustly recognizing 

generalized “Touch” patterns.  
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Finally, a lightweight Temporal Shift Module (TSM) model was implemented to evaluate 

an alternative temporal modeling paradigm. Instead of explicit recurrence, the TSM introduces 

temporal reasoning directly within the convolutional layers by shifting part of the feature maps 

along the temporal dimension (Lin et al., 2018).  

 

4.4.2 Pain induction 

As a follow-up of the physical contact, the next level of AVPU is the induction of pain, which 

determines whether a patient does not react to verbal or touch stimuli by finding out if the 

patient responds to painful stimuli. 

Figure 8 indicates how the examiner applies the localized pinch of short duration on the 

trapezius region by employing the ‘pincer-shaped’ position of the hands. This task corresponds 

to the Pain level of the AVPU scales. The activation of the least possible reflex or voluntary 

reaction is the intention of this level. The determination of this automated reaction in the 

recorded video is considered indispensable in distinguishing among unconscious responses and 

those of painful perceptions. 

For this task, three different pose models for capturing temporal information have been 

considered. These represent distinct approaches for learning motion dynamics from skeleton 

data: Pose + LSTM, Pose + Transformer, and Temporal Convolutional Network (TCN). 

The Pose + LSTM network is an extension of the network design used in touch detection 

in order to tackle more abrupt localized motion that corresponds with the infliction of pain (Fu 

et al., 2023; Li et al., 2016). The MediaPipe’s Pose solution is applied on every frame of the 

video, which provides the 3D location of the 33 landmarks on the entire body (Lugaresi et al., 

2019). Pose landmarks at joints (e.g., wrists, elbows, shoulders) provide a compact, texture-

invariant representation of body location, and frame sequences are segmented into fixed 

windows (typically ~1 second ≈ 10 frames) for input to a two-layer LSTM. The LSTM 

processes the sequence step by step to learn the full pinch dynamics—from arm motion into a 

pincer grip through contraction—capturing both the acceleration before contact and the 

relaxation after contact via temporal recurrence. 

In the Pose + Transformer network, an attention mechanism makes use of the frame 

relevance in a more flexible or ‘parallel’ fashion (Rajasegaran et al., 2023). Each frame’s 99-

dimensional landmark vector is projected into a higher-dimensional embedding space and 

processed by a lightweight transformer encoder whose self-attention emphasizes the most 

informative frames, particularly around the pincer motion and contact. A learnable 
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classification token aggregates global temporal context for low-cost binary classification (pain 

vs. no pain), improving cross-subject and cross-view generalization while providing more 

interpretable temporal salience than an LSTM. 

The third approach, TCN, uses temporal convolutions instead of recurrence (Bai et al., 

2018). The network relies on the same pose sequences as it did on the input Data, using one-

dimensional convolutions with progressively larger dilation values. The TCN network is thus 

able to capture both short-term dependencies as well as long-term dependencies on the input 

data. The dilations of the convolutions can be seen as ‘receptive fields’ on the time axis. The 

TCN network can successfully capture the ‘fast closing and release motion’ corresponding to 

the induction of pain. The TCN’s convolutional structure has many benefits. It’s 

computationally efficient, can be computed in parallel, and is stable during training. Also, its 

hierarchical structure automatically captures variations of motion’s frequency as well as its 

amplitude in a non-sequential fashion. This is useful for finding the small amplitude motion 

with large energy corresponding to a pinch among more continuous or slower motions. Table 

4.2 presents a comparative summary of the three approaches analyzed for differentiating Pain 

Induction from No Pain Induction interactions using various input representations and temporal 

modeling techniques.  

 

Table 4.2. Comparison of models for Pain induction vs. No Pain induction. 

Model Architecture Main Advantages Main Limitations 

Pose+LSTM 

Two-layer LSTM 

followed by dense 

layer 

Captures detailed motion 

dynamics; interpretable 

temporal flow 

Sensitive to sequence length 

and frame alignment 

Pose+Transformer 
Transformer Encoder 

(2 layers, 4 heads) 

Models global dependencies; 

robust to subject variability 

Higher computational cost; 

needs more data for stability 

TCN 
1D Dilated 

Convolutional Network 

Fast, parallel, and stable; 

suitable for short, intense 

actions 

Limited modeling of very 

long temporal dependencies 

 

4.4.3 Combined Gesture Recognition: Touch and Pain Induction 

After validating each gesture detection model independently, a final set of experiments was 

conducted to evaluate the joint recognition of Touch and Pain Induction gestures within a 

unified computational framework. The task was aligned with the clinical process of AVPU 

responsiveness assessment. As indicated earlier, the AVPU process begins with checking the 

eye response of the patient. The individual is then stimulated through touch. Painful stimuli can 

then follow. The ultimate requirement was therefore to identify the best approach in modeling 
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time series data from Touch and Pain Induction gestures learned jointly or in a hierarchical 

fashion. 

The four supporting architectures considered will be the TCN, Bidirectional LSTM, the 

Transformer Encoder, and a two-stage Cascade LSTM. Each of these approaches was deployed 

on the same dataset of tagged clinical interactions. For this dataset, landmarks based on 

MediaPipe Pose (33 keypoints × 3 coordinates) on each frame of the video presented Touch, 

Pain Induction, or Nothing. 

The TCN network was the benchmark network used for the task of unified multi-class 

gesture recognition (Bai et al., 2018). The network used a stack of one-dimensional 

convolutions with an incremental list of dilation factors that automatically captured both short-

term and long-term dependencies in motion. The flattened pose sequences underwent 

convolutions followed by dense layers for classification into the three classes of gestures. The 

proposed architecture is able to capture both bursty motion involved in the induction of pain as 

well as smoother motion patterns involved in touch. It is thus able to perform efficient 

feedforward processing of motion features. 

The Bidirectional LSTM (BiLSTM) architecture incorporates explicit recurrence on the 

sequence level by processing pose vectors in both forward and reverse time (Li et al., 2016; 

Schuster & Paliwal, 1997). This allows BiLSTM to capture temporal transitions, such as 

approaching touch and sharp contractions linked to pain induction, making motion-phase 

changes easier to interpret. Although more computationally intensive than a TCN, it offers 

flexible modeling of temporal continuity and dynamics for finer-grained transition distinctions. 

The Transformer Encoder uses a self-attention mechanism to capture global temporal 

dependencies (Rajasegaran et al., 2023). Each landmark vector is projected into a higher-

dimensional space and processed through transformer encoder layers with sinusoidal positional 

embeddings. Attention assigns relative importance to frames, highlighting key moments such 

as motion onset or contraction during pain induction. This global sequence modeling improves 

generalization across individuals and motion variability, albeit with higher computational cost. 

Also, a two-stage Cascade LSTM network was designed to emulate the hierarchical logic 

of the AVPU protocol (Kolic et al., 2015), following the broader trend of hierarchical recurrent 

modeling in action recognition (Li et al., 2016). For this setup, one LSTM classifier was 

employed exclusively to identify Touch, while another binary LSTM was used to identify Pain 

Induction in sequences where there was no touch. The structure of this sequence of decisions 

corresponds to the step-by-step process of medical diagnosis. The cascade model of decision 

making breaks down the task into two simpler ones, allowing it to consider the processing 
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characteristics of human stimuli. Table 4.3 provides a comparative summary of the four 

approaches evaluated for combined gesture recognition, integrating Touch and Pain Induction 

Detection through different input modalities and temporal modeling methods. 

4.4.4 Eyes open/closed 

For establishing the level of the patient’s consciousness using the AVPU scale, the state of the 

eyes plays an important role. The fact that the eyes can be opened spontaneously or in response 

to stimuli can be considered an important sign of the level of awareness or responsiveness of 

the nervous system. Patients considered alert or responsive to verbal stimuli can display eye 

opening, either spontaneously or in response to stimuli. However, this does not apply to 

unresponsive patients, who will retain their eyes closed with no reaction to stimuli. 

  

Table 4.3. Comparison of models for combined Touch and Pain Induction recognition. 

Model Architecture Main Advantages Main Limitations 

TCN 

Dilated 1D temporal 

convolutions + MLP 

head 

Efficient, stable training; 

good at localized motion 

bursts; real-time friendly 

Less expressive for very long-

range dependencies; fixed 

receptive field per stack 

BiLSTM 
Bidirectional LSTM + 

linear classifier 

Captures gradual transitions 

and sequence order; 

interpretable temporal 

phases 

Slower training/inference; may 

overfit on small datasets; sensitive 

to sequence length 

Transformer 

Encoder 

Multi-head self-

attention encoder + 

classifier 

Models long-range 

dependencies; attention 

offers interpretability; 

parallelizable 

Higher memory/compute; benefits 

from larger datasets and tuning 

Cascade LSTM 

(Touch → Pain) 

Two LSTM classifiers 

in sequence 

(binary→binary) 

Aligns with clinical 

workflow; modular and 

debuggable per stage 

Error propagation between stages; 

tuning thresholds adds 

complexity; slightly higher 

latency end-to-end 

 

Two methodologies were experimented for tackling this problem: Eye Aspect Ratio (EAR) 

calculation and classification using CNNs. The EAR is a geometric approach that computes the 

ratio of key distances from eye landmarks to ascertain the state of the eye (open or closed). The 

EAR is efficient, interpretable, and thus useful for real-time processing. However, this method 

is highly susceptible to variations in lighting levels, head position, or obstructions, which can 

be encountered frequently in triage settings. Hence, its effectiveness could potentially be 

compromised in real-world triage settings, which could pose unpredictable movements by the 

patients or conditions of the video. EAR can be computed as: 

                                                        𝐸𝐴𝑅 =
∥𝑝2−𝑝6∥+∥𝑝3−𝑝5∥

2∥𝑝1−𝑝4∥
 , (4.1)                                                                              
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where the distance ∥ 𝑝1 − 𝑝4 ∥ corresponds to the horizontal width of the eye, used as 

normalization to account for different eye sizes; ∥ 𝑝2 − 𝑝6 ∥ represents the vertical opening at 

the left side of the eye; and ∥ 𝑝3 − 𝑝5 ∥ represents the vertical opening of the eye at its right 

side. These are illustrated in Figure 4.3.  

 

Figure 4.3.  Keypoints of EAR. 

The EAR calculates the average vertical lid distances divided by the eye wdth, where an opened 

eye has a larger EAR value, while a closed eye has a smaller EAR value. If the eye is opened, 

then the vertical distances will be larger, resulting in the EAR value being higher. As the eye is 

closed, the value of the vertical distances tends closer to zero. Hence, the value of EAR will 

decrease. The purpose of the EAR is thus achieved by enabling a clear distinction to be made, 

not only between an open eye and a closed eye, but also an almost closed eye. 

Therefore, the CNN learns discriminative eye-state features directly from raw eye images, 

capturing spatial detail beyond geometric measurements. Trained on an eye-region ROI to 

classify eyes as open or closed, it can detect subtle cues such as partially closed eyelids and 

expression-driven variations. 

4.4.5 Pain expression detection  

Complementary approaches were developed to detect pain from facial video data, combining 

deep learning techniques with feature-based methods.Deep spatiotemporal models-R(2+1)D, 

R3D, Swin3D, and TimeSformer-operate directly on short sequences of frames to learn 

appearance and motion cues like brow contraction, eyelid tightening, and other 

microexpressions without explicit feature engineering, returning a probability of pain for each 

video segment (Bertasius et al., 2021; Gomutbutra et al., 2022; Hara et al., 2017; Liu et al., 

2021; Othman et al., 2023; Tran et al., 2017). An alternative, more interpretable approach uses 

facial Action Units (AUs) extracted with OpenFace and classified using models such as logistic 

regression or random forests, focusing on those linked to pain responses. When AU extraction 

is unreliable, geometric features from MediaPipe landmarks, such as eye aspect ratio (EAR) for 

eyelid closure, are used as proxies. Overall, these methods complement deep learning 

approaches by relying on explicit clinical and anatomical indicators of pain. 
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Chapter 5. Evaluation and Discussion 

In this chapter, the performance of the proposed prototype is judged based on quantitative 

metrics and feedback from healthcare experts. The quantitative component is mainly the 

accuracy of the microactions detection models, namely touch induction, pain induction, as well 

as the overall end-to-end classification of whether a patient is conscious or not based on unseen 

videos from the self-created dataset. Train/test was conducted with 70%/30%. 

For each binary classification problem, True Positives (TP) refers to the cases where the 

system has correctly identified the presence of the event, such as when it indicates the induction 

of pain because it has actually been administered. True Negatives (TN) refer to cases that have 

been identified correctly by the system, such as when it indicates no pain because no pain has 

been administered. The False Positives (FP) refer to false identifications when the system 

indicates the event has happened when it has not actually happened. The FN refer to cases when 

the event has occurred but has not been identified. 

Accuracy provides an overall view of whether the prototype correctly classified the 

presence or absence of the target event. It can be computed as: 

                                             𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =  
𝑇𝑃+𝑇𝑁

𝑇𝑃+𝑇𝑁+𝐹𝑃+𝐹𝑁
 . (5.1) 

Precision measures how often detected positives are correct. High precision is clinically 

relevant because false alarms may consume attention and resources, particularly in time-

sensitive environments. On the other hand, recall measures the proportion of true events that 

were detected. They can be computed as: 

                                                    𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =  
𝑇𝑃

𝑇𝑃+𝐹𝑃
 ; (5.2)                                                             

                                                       𝑅𝑒𝑐𝑎𝑙𝑙 =  
𝑇𝑃

𝑇𝑃+𝐹𝑁
 .   (5.3) 

Because precision and recall typically trade off against each other, the F1-score is used to 

provide a balanced summary of both metrics computing their harmonic mean. This is 

particularly relevant in triage settings, where the system must simultaneously avoid excessive 

false alarms while also minimizing missed clinically meaningful responses. For that reason, this 

evaluation reports all four metrics (accuracy, precision, recall, and F1-score). F1-score can be 

computed as: 

                                            𝐹1 − 𝑠𝑐𝑜𝑟𝑒 =  
2×𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛×𝑅𝑒𝑐𝑎𝑙𝑙

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛+𝑅𝑒𝑐𝑎𝑙𝑙
 .  (5.4)                                                                   

On top of this set of evaluation metrics, the evaluation of the prototype has been carried out 

on a hold-out subset of the custom dataset, which accounted for around 30% of the total number 

of 132 videos, to assess robustness. This assessment can facilitate the evaluation of correctness 
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in conjunction with the cost implications of incorrect microactions, as well as the incorrect 

determination of the final state of consciousness. 

The interaction recognition component was evaluated across three scenarios: touch-only 

(light stimuli for Verbal-level assessment), pain-only (intensive stimuli for Pain-level 

assessment), and combined touch–pain interactions simulating real triage conditions. Model 

parameterizations and confusion matrices for touch-only are provided in Annex A. 

 

Table 5.1. Model performance for detecting touch-only interactions. 

Model Accuracy Precision Recall F1-score 

CNN+LSTM 0.67 0.67 0.66 0.66 

Pose 0.77 0.76 0.61 0.61 

Pose+LSTM 0.84 0.84 0.84 0.83 

TSM 0.80 0.40 0.50 0.44 

 

The results for the detection of touch only interactions are presented in Table 5.1. 

Pose+LSTM showed the better results, achieving 84% accuracy by effectively capturing 

temporal dynamics in skeletal landmarks. This suggests that combining pose estimation with 

recurrent networks is suitable for detecting subtle tactile interactions. The lower performance 

achieved in TSM (Temporal Shift Module) may stem from its sensitivity to short-sequence 

noise in simulated data. Model parameterizations and confusion matrices are presented in 

Annex B. 

 

Table 5.2. Model performance for detecting pain induction only interactions. 

Model Accuracy Precision Recall F1-score 

Pose+LSTM 0.74 0.37 0.50 0.43 

Pose+Transformer 0.75 0.38 0.50 0.43 

TCN 0.74 0.37 0.50 0.43 

 

As shown in Table 5.2, the performance when detecting pain induction only interactions, 

was moderate across all models, with accuracy values in the range 74-75%. Precision and recall 

were lower, indicating challenges in distinguishing pain induction from background motion. 

The Transformer variant showed marginal improvement, likely due to its attention mechanism 

handling spatio-temporal variations better, but overall results highlight the need for more 

diverse training data to reduce FPs. 
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Table 5.3. Model performance for detecting both interactions. 

Model Accuracy Precision Recall F1-score 

TCN 0.90 0.90 0.90 0.90 

BiLSTM 0.79 0.78 0.77 0.78 

Transformer 0.77 0.75 0.76 0.75 

Simple cascade Touch -> Pain induction with LSTM 0.86 0.78 0.77 0.77 

 

The incorporation of the touch detection and pain stimulation process into a single temporal 

sequence model showed significant improvement in performance, as depicted in Table 5.3. 

TCN performed best with overall accuracy, precision, recall, and F1-score values of 0.90, which 

confirms that the temporal convolution mechanism is able to identify short-range and localized 

interactions that exist in clinician-patient interactions when touch and pain are close together in 

time. The simple cascading system (Touch -> Pain with LSTM) also performed well (accuracy 

= 0.86), which indicates that although a clinically motivated sequence-based architecture is 

useful, the precision and recall are reduced compared to that of the best-performing TCN, which 

might be because of error accumulation from the previous to the latter stages. BiLSTM and 

Transformer produced moderate results with accuracies of 0.79 and 0.77, respectively, which 

indicates that, for this particular problem, capturing the fine, temporal, local dependencies is 

more essential than learning the overall temporal dependencies of a sequence. The observations 

clearly demonstrate that a single overall temporal sequence modelling approach provides a 

clearer vision regarding the triage process when compared to distinct models for Touch and 

Pain Induction Detection. Model parameterizations and confusion matrices are presented in 

Annexes D and E. 

In parallel, additional complementary cues were evaluated to support the workflow in cases 

where gross motor responses are weak or ambiguous, namely facial pain expression and eye 

state. Table 5.4 and Table 5.5 present the results for the microaction classifications (pain 

expression detection and eye open/closed detection).  

The results show moderate and relatively similar performance across all pain expression 

detection methods, with accuracy and F1-scores between 0.54 and 0.60. Among the deep 

models, Swin3D achieved the best overall results, followed closely by TimeSformer, 

suggesting that transformer-based spatiotemporal modeling is well suited to capturing subtle 

pain-related facial dynamics. OpenFace-based classifiers performed slightly worse but remain 

competitive, with Random Forest outperforming Logistic Regression, while the MediaPipe 

EAR-based geometric approach achieved the lowest scores, as expected given its reliance on a 

single eyelid-related feature. Overall, the table highlights that facial pain cues alone are 
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informative but not highly discriminative, supporting their use as a complementary rather than 

standalone modality. 

 

Table 5.4. Performance comparison of the models for pain expression detection. 

Model Accuracy Precision Recall F1-score 

R(2+1)D 0.59 0.58 0.57 0.57 

R3D 0.56 0.55 0.56 0.55 

Swin3D 0.60 0.60 0.59 0.59 

TimeSformer 0.58 0.57 0.58 0.57 

OpenFace + Logistic Regression 0.55 0.56 0.54 0.55 

OpenFace + Random Forest 0.57 0.58 0.56 0.57 

MediaPipe (EAR-based geometry) 0.54 0.53 0.55 0.54 

 

Table 5.5.  Performance comparison of the models for eye open/closed detection. 

Model Accuracy Precision Recall F1-score 

CNN 0.92 0.91 0.93 0.92 

EAR 0.81 0.80 0.83 0.81 

 

The results for the eye openness detection show that the CNN-based approach achieves 

significantly higher performance than the EAR method in detecting whether the eyes are open 

or closed, indicating superior robustness to variations in head pose, illumination, and partial 

occlusions. 

Having established the performance of the individual microaction components and these 

complementary cues, the next step is to evaluate the end-to-end performance of the full AVPU-

inspired workflow. Table 5.6 therefore summarizes the final classification results (conscious 

versus unconscious), comparing alternative sequence-modelling architectures used to aggregate 

the detected microactions into a single decision. Model parameterizations and confusion 

matrices are presented in Annex F. 

 

Table 5.6. Final prediction of conscious or unconscious after workflow. 

Model Accuracy Precision Recall F1-score 

TCN 0.92 0.93 0.91 0.92 

BiLSTM 0.81 0.80 0.79 0.80 

Transformer 0.78 0.76 0.77 0.76 

Simple cascade Touch -> Pain induction with LSTM 0.87 0.79 0.78 0.78 

 

The TCN performed better in the overall integrated environment with 90% accuracy. This 

is because the convolutional layers of the network are capable of handling localized motion, 
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which is a significant advantage that served the entire process quite well. In the entire process, 

the best overall performance was yielded by the TCN in the final classification of the state of 

consciousness (Accuracy=0.92, Precision=0.93, Recall=0.91, F1-Score=0.92). The outcome 

has suggested that the process led to a slight improvement in the overall recall rate for the 

unconscious state of the patient, relying on microactions within the overall AVPU-inspired 

logic. The cascade approach also performed well (accuracy=0.87), proving that hierarchical 

inference, involving touch detection before pain, can be used within a clinical setting. It is, 

however, worth noting that although the accuracy is high, the recall rate (0.78), F1-score, and 

slightly improved alignment with the ground truth within the conscious category, as shown in 

the table captions, are constrained by potential errors that occur in the early stages of interaction 

detection. On BiLSTM, the model performed moderately (accuracy=0.81, F1=0.80), with the 

workflow helping to result in a small improvement in the FNs. The Transformer models 

reported a very small improvement (Accuracy=0.78, F1=0.76), which agrees with the findings 

that the workflow’s effect on this model is small, because the sequence modeling of this 

particular architecture might not have harnessed the cues of microactions as effectively as the 

convolutional architecture. 

To illustrate the prototype’s behavior, two representative scenarios are considered: one in 

which the patient is ultimately classified as unconscious; and another in which the patient is 

classified as conscious, demonstrating step by step how the detected microactions are integrated 

into the final AVPU-based decision. 

For each scenario, four components are presented: the applied stimulus, the state of the 

patient’s eyes, the detected pain response, and the final classification of the patient as conscious 

or unconscious. 

Figure 5.1. Demonstration of the prototype with a "Conscious" as final prediction. 
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Figure 5.2. Demonstration of the prototype with a "Unconscious" as final prediction. 

The prototype testing demonstrated that automated AVPU-related microaction detection 

using computer vision is theoretically feasible and operationally promising - although also 

susceptible to several methodological and practical limitations. Unseen video analysis 

demonstrated that models could identify clinically relevant interactions with reasonable 

accuracy, whereas temporal pose modelling produced the most robust results, especially for 

touch-related events. These findings confirm that incorporating skeletal dynamics with 

recurrent sequence modelling is particularly well-suited for the detection of light motor 

responses that characterize the early stages of AVPU assessment.  

The dominance of the Pose+LSTM model in the touch-only setting suggests that temporal 

continuity is more important than raw visual appearance when interpreting light, targeted 

stimuli. This is clinically intuitive: responses to verbal prompts or light touch are often minimal 

and thus demand models capable of interpreting short, low-amplitude motion patterns. The 

performance, which is comparably lower in the pain-induction scenario, underlines important 

challenges with the detection of stronger but also more variable actions. While accuracy 

remained in the mid-seventies across models, precision and recall were markedly lower. The 

models seemed to confuse pain-related movements with background motion or non-stimulus-

related activity, which indicates that the dataset does not yet cover enough variability in how 

pain is induced or expressed. In clinical practice, reactions to painful stimuli can be very 

different between individuals depending on age, pain tolerance, neurological status, and 

specifics of the stimulation method. The homogeneous conditions of the simulated recordings 

while necessary for consistency, might have inadvertently limited the diversity of pain 

expressions available for training. Consequently, models tended to adopt cautious behavior, 

missing true pain events while generating false alarms. A marginal improvement observed for 

the Transformer-based model suggests an advantage of attention mechanisms in capturing 

subtle spatiotemporal cues; however, it was not sufficient to overcome the inherent limitations 

of the dataset.  
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The combined interaction case clearly demonstrates the potential of the system. As 

compared to the other scenarios, the TCN achieved the highest accuracy, and the most balanced 

precision, recall, and F1-scores. This ability to model local temporal dependencies proved 

particularly useful in sequences where both a touch and a painful stimulus were induced in close 

proximity to each other. In clinical terms, this mirrors the way the AVPU protocol unfolds 

through an escalating series of stimuli and/or combinations of stimuli. These results suggest 

that convolutional temporal models may be well-suited to handle the multi-interaction 

environments found in such clinical protocols. The results from the cascade architecture were 

also promising; architectures that follow the clinical examination process may lead to more 

accurate inference, as they would enforce the logic of examining the patient sequentially. 

However, even with the TCN and the cascade architecture, there were still many classification 

errors made in borderline cases that are inherently difficult for both human observers and 

automated systems to distinguish due to the ambiguity associated with very weak or ambiguous 

reactions. 

Although preliminary, the overall results are encouraging and confirm the viability of the 

system in supporting triage processes. The prototype was reliable in determining whether the 

patient was clearly alert or clearly unresponsive. The result is consistent with existing evidence 

indicating that gross cognitive states are more easily identified by algorithms, since they 

represent pronounced behavioral differences such as spontaneous eye opening or a complete 

lack of response. In contrast, distinguishing between verbal and pain responsiveness was more 

challenging. These categories depend on subtle cues – minor facial movements, partial 

withdrawal from stimuli, momentary tightening of the eyes – which may not have a strong, 

consistent presence in the dataset. The challenges in differentiating these interim states are 

indicative of the need for richer annotation frameworks and multimodal input. 

Furthermore, these findings should be interpreted considering limitations of both the 

dataset and the simulated environment. Although designed to approximate prehospital triage 

conditions, real emergency scenarios cannot be fully reproduced, including factors such as 

ambulance motion, variable lighting, occlusions, and unpredictable patient behaviour. The 

limited number of volunteers and short recording duration also restrict the diversity of motion 

patterns available for learning. In addition, the model may partially capture structured aspects 

of the examiner’s protocol, since examiner actions can be correlated with AVPU outcomes, 

meaning that part of the predictive signal may come from procedural context rather than only 

patient responses; this highlights the importance of future work exploring the contribution of 

different input sources, such as patient-only cues, facial and eye features, and pose information, 
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as well as comparisons between rule-based aggregation and more flexible temporal models. 

Finally, while the rule-based AVPU aggregation is clinically informed, it introduces structural 

constraints that could be refined in future work using more adaptive probabilistic or end-to-end 

approaches. Despite these limitations, the results still provide a strong proof-of-concept for 

microaction-based video analysis in simulated emergency triage settings. 

The prototype has proven a promising capability with respect to the detection of clinically 

significant stimuli, as well as patient responses, that the automated assistance with AVPU 

assessment is a technically drivable premise within a controlled setting. This potential has 

implications regarding the assistance that computer vision systems might provide emergency 

services personnel during triage, with respect to improved responsiveness assessment, as well 

as a reduced likelihood of missed AVPU assessments, although real-world conditions would 

need to mitigate the identified issues with the dataset used to support this premise. Accordingly, 

future iterations should incorporate a more diverse dataset, enhanced modeling of patient facial 

responses, and consideration of multiple stimulus modalities—such as auditory cues—which 

are now recognized components of assessment systems used in prehospital care. 
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Chapter 6. Conclusion 

Following the DSRM, the study addressed a clinically relevant problem: the subjectivity and 

variability associated with manual consciousness assessment. The resulting prototype mirrors 

the logic of the AVPU workflow by first identifying examiner–patient interactions, such as 

touch and pain-inducing stimuli, then detecting patient responses, including eye state and facial 

expressions associated with pain, and finally aggregating these observations temporally to 

generate a binary consciousness classification. This decomposition provides a structured and 

interpretable representation of the assessment process and enables the contribution of each 

detected microaction to be examined. 

Several contributions support these findings. First, a custom dataset of 132 simulated triage 

videos involving 52 healthy volunteers was created and annotated at frame level by domain 

experts for clinically relevant microactions. Second, a prototype system integrating multiple 

computer vision and deep learning components was developed and evaluated. Third, the 

experimental results demonstrated promising technical performance, with strong results for 

interaction recognition and eye-state classification, and a final TCN-based model achieving an 

accuracy of 0.92 for binary consciousness classification. 

These results should be interpreted with appropriate caution. The study was conducted 

using a relatively small dataset composed of simulated scenarios involving healthy volunteers 

rather than real patients. In addition, some component tasks, particularly facial pain-expression 

recognition, achieved only moderate performance. Although the proposed approach 

demonstrated encouraging results, further validation using larger and more diverse clinical 

datasets, subject-independent evaluation protocols, and more robust statistical analyses is 

necessary before any clinical application can be considered. 

Nevertheless, this Dissertation provides preliminary evidence that a microaction-driven 

approach based on computer vision can support automated consciousness assessment in 

simulated emergency triage contexts. By structuring the assessment process around clinically 

interpretable actions and responses, the proposed framework establishes a foundation for future 

research aimed at extending and validating this approach in real-world emergency and pre-

hospital environments. 
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Annex A – Additional data on Touch vs. No Touch detection 

Annex A.1 – Models parametrization 

Table A.1. Models parametrization for Touch vs. No Touch detection. 

 
Parameter CNN+LSTM Pose Pose+LSTM TSM 

Input 

representation 

RGB video frames MediaPipe Pose 

landmarks (33 × 3 = 

99 features) 

MediaPipe Pose 

landmark 

sequences 

RGB video clips 

Input size 10 frames, 224 × 

224 pixels 

99 features per frame 10 frames × 99 

features 

10 frames, 224 × 

224 pixels 

Architecture 3 CNN blocks + 1 

LSTM + Dense 

Multilayer 

Perceptron 

2-layer LSTM + 

Dense 

Temporal Shift 

Module backbone + 

Dense 

Number of 

layers 

3 convolutional 

layers, 1 LSTM 

layer 

2 dense layers 2 LSTM layers CNN backbone 

with temporal shift 

operations 

Filters / Units 32, 64, 128 filters; 

128 LSTM units 

128 and 64 dense 

units 

128 LSTM units 

per layer 

Backbone-

dependent 

Kernel size 3 × 3 Not applicable Not applicable 3 × 3 

Activation 

function 

ReLU; Sigmoid 

output 

ReLU; Sigmoid 

output 

tanh (internal 

LSTM), Sigmoid 

output 

ReLU; Sigmoid 

output 

Dropout 0.30 0.30 0.30 0.30 

Loss function Binary Cross-

Entropy 

Binary Cross-

Entropy 

Binary Cross-

Entropy 

Binary Cross-

Entropy 

Optimizer Adam Adam Adam Adam 

Learning rate 0.001 0.001 0.001 0.001 

Batch size 32 32 32 32 

Maximum 

epochs 

50 50 50 50 

Early stopping Patience = 5 epochs Patience = 5 epochs Patience = 5 epochs Patience = 5 epochs 

Transfer 

learning 

No No No Yes (ImageNet 

pretrained weights) 

 

The four models were trained under the same experimental conditions to ensure a fair 

comparison. All models used binary cross-entropy loss, the Adam optimizer, a learning rate of 

0.001, a batch size of 32, and early stopping based on validation loss with a patience of five 

epochs. The Pose+LSTM architecture achieved the best performance, indicating that temporal 

modeling of skeletal landmarks was the most effective strategy for detecting touch interactions 

while remaining robust to variations in appearance, illumination, and background. 
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Annex A.2 – Confusion matrixes 

 

 
Figure A.1. Confusion Matrixes for Touch vs. No Touch Detection. 
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Annex B – Additional data for Pain Induction vs. No Pain Induction detection 

Annex B.1 – Models parametrization 

Table B.1. Models parametrization for Pain Induction vs. No Pain Induction detection. 

 
Parameter Pose+LSTM Pose+Transformer TCN 

Input 

representation 

MediaPipe Pose landmark 

sequences (33 × 3 = 99 

features) 

MediaPipe Pose landmark 

sequences (33 × 3 = 99 

features) 

MediaPipe Pose landmark 

sequences (33 × 3 = 99 

features) 

Input size 10 frames × 99 features 10 frames × 99 features 10 frames × 99 features 

Architecture 2-layer LSTM + Dense 2-layer Transformer Encoder + 

Dense 

Dilated 1D Convolutional 

Network + Dense 

Number of 

layers 

2 LSTM layers 2 encoder layers 3 temporal convolutional 

blocks 

Units / Filters 128 LSTM units per layer Embedding dimension 128, 4 

attention heads 

64, 128, and 128 filters 

Kernel size Not applicable Not applicable 3 

Dilation rates Not applicable Not applicable 1, 2, 4 

Activation 

function 

tanh (internal LSTM), 

Sigmoid output 

ReLU in feed-forward blocks, 

Sigmoid output 

ReLU; Sigmoid output 

Dropout 0.30 0.30 0.30 

Loss function Binary Cross-Entropy Binary Cross-Entropy Binary Cross-Entropy 

Optimizer Adam Adam Adam 

Learning rate 0.001 0.001 0.001 

Batch size 32 32 32 

Maximum 

epochs 

50 50 50 

Early stopping Patience = 5 epochs Patience = 5 epochs Patience = 5 epochs 

Transfer 

learning 

No No No 

 

All three models were trained under identical experimental conditions to ensure a fair 

comparison. The input consisted of 10-frame sequences of MediaPipe Pose landmarks, and all 

models were optimized using binary cross-entropy loss and the Adam optimizer with a learning 

rate of 0.001. The results were broadly similar across architectures, with accuracy between 0.74 

and 0.75 and F1-score of 0.43. The Pose+Transformer model achieved a marginally higher 

accuracy, suggesting that self-attention may provide a slight advantage in capturing localized 

motion patterns associated with pain-inducing gestures. However, the modest performance 

indicates that pain induction is a challenging task, likely due to the subtle and short-duration 

nature of the movement and the limited size and variability of the available dataset. 
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Annex B.2 – Confusion matrixes 

 

 

 
Figure B.1. Confusion Matrixes for Pain Induction vs. No Pain Induction detection. 
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Annex C – Additional data for combined Touch and Pain Induction 

recognition 

Annex C.1 – Models parametrization 

 
Table C.1. Models parametrization for combined Touch and Pain Induction recognition. 

Parameter TCN BiLSTM Transformer 

Encoder 

Cascade LSTM 

(Touch → Pain) 

Input 

representation 

MediaPipe Pose 

landmark sequences 

(33 × 3 = 99 

features) 

MediaPipe Pose 

landmark sequences 

(33 × 3 = 99 

features) 

MediaPipe Pose 

landmark sequences 

(33 × 3 = 99 

features) 

MediaPipe Pose 

landmark 

sequences (33 × 3 

= 99 features) 

Input size 10 frames × 99 

features 

10 frames × 99 

features 

10 frames × 99 

features 

10 frames × 99 

features 

Output classes 3 (Touch, Pain 

Induction, No 

Interaction) 

3 3 Two sequential 

binary classifiers 

Architecture Dilated 1D 

Convolutional 

Network + Dense 

2-layer 

Bidirectional LSTM 

+ Dense 

2-layer Transformer 

Encoder + Dense 

Two independent 

2-layer LSTM 

classifiers 

Number of 

layers 

3 temporal 

convolutional blocks 

2 BiLSTM layers 2 encoder layers 2 LSTM layers per 

stage 

Units / Filters 64, 128, and 128 

filters 

128 units in each 

direction 

Embedding 

dimension 128, 4 

attention heads 

128 LSTM units 

per layer 

Kernel size 3 Not applicable Not applicable Not applicable 

Dilation rates 1, 2, 4 Not applicable Not applicable Not applicable 

Activation 

function 

ReLU; Softmax 

output 

tanh (internal 

LSTM); Softmax 

output 

ReLU in feed-

forward blocks; 

Softmax output 

tanh (internal 

LSTM); Sigmoid 

output 

Dropout 0.30 0.30 0.30 0.30 

Loss function Categorical Cross-

Entropy 

Categorical Cross-

Entropy 

Categorical Cross-

Entropy 

Binary Cross-

Entropy (each 

stage) 

Optimizer Adam Adam Adam Adam 

Learning rate 0.001 0.001 0.001 0.001 

Batch size 32 32 32 32 

Maximum 

epochs 

50 50 50 50 per stage 

Early stopping Patience = 5 epochs Patience = 5 epochs Patience = 5 epochs Patience = 5 

epochs 

Transfer 

learning 

No No No No 

 

All models were trained using the same subject-independent split and identical optimization 

settings to ensure comparability. The task consisted of jointly recognizing three classes: Touch, 

Pain Induction, and No Interaction. The TCN achieved the best overall performance, with 0.90 

accuracy and 0.90 F1-score, substantially outperforming the BiLSTM, Transformer Encoder, 

and Cascade LSTM approaches. This result suggests that dilated temporal convolutions were 

particularly effective at capturing both the smoother motion patterns associated with touch and 
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the shorter, more abrupt gestures involved in pain induction. The strong performance of the 

TCN motivated its selection as the temporal aggregation model used in the final consciousness 

classification stage. 

 

Annex C.2 – Confusion matrixes 

 

 
Figure C.1. Confusion Matrixes for combined Touch and Pain Induction recognition. 
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Annex D – Additional data for Pain Expression Detection 

Annex D.1 – Models parametrization 

Table D.1. Models parametrization for combined Pain Expression Detection. 

Parameter R(2+1)D R3D Swin3D TimeSformer 

Input 

representation 

RGB facial video 

clips 

RGB facial video 

clips 

RGB facial video 

clips 

RGB facial video 

clips 

Input size 16 frames, 112 × 

112 pixels 

16 frames, 112 × 

112 pixels 

16 frames, 112 × 

112 pixels 

16 frames, 224 × 224 

pixels 

Architecture Factorized 3D CNN 3D Residual CNN Hierarchical Vision 

Transformer 

Space-Time 

Transformer 

Number of 

layers 

18 residual layers 18 residual layers Tiny configuration 

(4 stages) 

8 transformer blocks 

Units / Filters Standard R(2+1)D-

18 configuration 

Standard R3D-18 

configuration 

Embedding 

dimension 96 

Embedding 

dimension 768, 8 

attention heads 

Kernel size 3 × 3 × 3 

(factorized spatial + 

temporal) 

3 × 3 × 3 Window-based 

self-attention 

Patch size 16 × 16 

Dilation rates Not applicable Not applicable Not applicable Not applicable 

Activation 

function 

ReLU; Softmax 

output 

ReLU; Softmax 

output 

GELU; Softmax 

output 

GELU; Softmax 

output 

Dropout 0.30 0.30 0.30 0.30 

Loss function Categorical Cross-

Entropy 

Categorical Cross-

Entropy 

Categorical Cross-

Entropy 

Categorical Cross-

Entropy 

Optimizer Adam Adam Adam Adam 

Learning rate 0.0001 0.0001 0.0001 0.0001 

Batch size 8 8 8 4 

Maximum 

epochs 

30 30 30 30 

Early stopping Patience = 5 epochs Patience = 5 

epochs 

Patience = 5 

epochs 

Patience = 5 epochs 

Transfer 

learning 

Yes (Kinetics-400 

pretrained weights) 

Yes (Kinetics-400 

pretrained weights) 

Yes (Kinetics-400 

pretrained weights) 

Yes (Kinetics-400 

pretrained weights) 

 
Parameter OpenFace + Logistic 

Regression 

OpenFace + Random 

Forest 

MediaPipe (EAR-based 

Geometry) 

Input 

representation 

OpenFace AUs OpenFace AUs EAR and geometric facial 

features 

Input size AU feature vector per clip AU feature vector per 

clip 

Low-dimensional geometric 

feature vector 

Architecture Linear classifier Ensemble of decision 

trees 

Threshold-based geometric 

classifier 

Number of layers 1 linear model 100 decision trees Not applicable 

Units / Filters Number of features = 

extracted AUs 

100 trees, max depth 

unrestricted 

Not applicable 

Kernel size Not applicable Not applicable Not applicable 

Dilation rates Not applicable Not applicable Not applicable 

Activation 

function 

Sigmoid Gini impurity splits Threshold-based decision 

Dropout None None None 
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Loss function Binary Cross-Entropy (log 

loss) 

Gini criterion Not applicable 

Optimizer 
   

Learning rate Not applicable Not applicable Not applicable 

Batch size Not applicable Not applicable Not applicable 

Maximum epochs Until convergence Until convergence Not applicable 

Early stopping Not applicable Not applicable Not applicable 

Transfer learning No No No 

 

All methods were evaluated under the same subject-independent train-test split to compare 

different strategies for recognizing pain-related facial expressions. The deep spatiotemporal 

models were fine-tuned from Kinetics-400 pretrained weights, while the OpenFace and 

MediaPipe approaches relied on engineered features derived from facial AUs or geometric 

measurements. Performance was modest across all methods, with accuracy and F1-scores 

ranging from 0.54 to 0.60. Swin3D achieved the highest overall accuracy (0.60), followed 

closely by R(2+1)D and TimeSformer. These results should be interpreted as preliminary, as 

the dataset consisted of simulated pain expressions from healthy volunteers rather than genuine 

nociceptive responses. The limited performance likely reflects the subtle nature of the task, the 

small sample size, variability in simulated expressions, and potential annotation uncertainty. 

Consequently, pain expression detection was used as a complementary input to the final 

classification pipeline rather than as a standalone indicator of consciousness. 

 

Annex D.2 – Confusion matrixes 

 

 
 

Figure D.1. Confusion Matrixes for Pain Expression detection. 
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Annex E – Additional data for Eyes Open/Closed Detection 

Annex E.1 – Models parametrization 

 
Table E.1. Models parametrization for combined Eyes Open/Closed Detection. 

 
Parameter CNN EAR 

Input representation Cropped eye region images MediaPipe facial landmarks 

Input size 64 × 64 grayscale eye images Six landmarks per eye 

Architecture Convolutional Neural Network Geometric rule-based method 

Number of layers 3 convolutional layers + 2 dense layers Not applicable 

Filters / Units 32, 64, and 128 filters; 128 dense units Not applicable 

Kernel size 3 × 3 Not applicable 

Activation function ReLU; Sigmoid output Threshold-based decision 

Dropout 0.30 None 

Loss function Binary Cross-Entropy Not applicable 

Optimizer Adam Not applicable 

Learning rate 0.001 Not applicable 

Batch size 32 Not applicable 

Maximum epochs 30 Not applicable 

Early stopping Patience = 5 epochs Not applicable 

Transfer learning No No 

Both approaches were evaluated for binary classification of the eye state as open or closed. 

The CNN model learned discriminative features directly from cropped eye images, while the 

EAR method estimated eye openness from geometric relationships between facial landmarks. 

The CNN substantially outperformed the EAR baseline, achieving an accuracy of 0.92 and an 

F1-score of 0.92, compared with 0.81 for the EAR method. These results indicate that image-

based learning captures subtle eyelid configurations and partial closures more effectively than 

a fixed geometric threshold, particularly under variations in lighting, head pose, and facial 

expression. 
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Annex E.2 – Confusion matrixes 

 
Figure E.1. Confusion Matrixes for combined Eyes Open/Closed Detection. 
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Annex F – Additional data for the final prediction of conscious or 

unconscious 

Annex F.1 – Models parametrization 

 
Table F.1. Models parametrization for the final prediction of conscious or unconscious. 

 
Parameter TCN BiLSTM Transformer 

Encoder 

Cascade LSTM 

(Touch → Pain) 

Input 

representation 

Temporal sequences of 

detected microactions 

(touch, pain induction, eye 

state, pain expression) 

Same as TCN Same as TCN Same as TCN 

Input size 60 time steps × 4 features 60 time steps × 4 

features 

60 time steps × 4 

features 

60 time steps × 4 

features 

Output classes 2 (Conscious, Unconscious) 2 2 Two sequential 

binary classifiers 

Architecture Dilated 1D Convolutional 

Network + Dense 

2-layer 

Bidirectional 

LSTM + Dense 

2-layer 

Transformer 

Encoder + Dense 

Two LSTM 

classifiers 

arranged 

sequentially 

Number of 

layers 

3 temporal convolutional 

blocks 

2 BiLSTM 

layers 

2 encoder layers 2 LSTM layers 

per stage 

Units / Filters 64, 128, and 128 filters 128 units in each 

direction 

Embedding 

dimension 128, 4 

attention heads 

128 LSTM units 

per layer 

Kernel size 3 Not applicable Not applicable Not applicable 

Dilation rates 1, 2, 4 Not applicable Not applicable Not applicable 

Activation 

function 

ReLU; Softmax output tanh (internal 

LSTM); Softmax 

output 

ReLU in feed-

forward blocks; 

Softmax output 

tanh (internal 

LSTM); Sigmoid 

output 

Dropout 0.30 0.30 0.30 0.30 

Loss function Categorical Cross-Entropy Categorical 

Cross-Entropy 

Categorical Cross-

Entropy 

Binary Cross-

Entropy (per 

stage) 

Optimizer Adam Adam Adam Adam 

Learning rate 0.001 0.001 0.001 0.001 

Batch size 32 32 32 32 

Maximum 

epochs 

50 50 50 50 per stage 

Early stopping Patience = 5 epochs Patience = 5 

epochs 

Patience = 5 

epochs 

Patience = 5 

epochs 

Transfer 

learning 

No No No No 

The final classification stage received as input the time series of microactions detected by 

the preceding modules, including touch events, pain-inducing stimuli, eye state, and pain-

related facial expressions. These features were aggregated over 60 time steps and used to predict 

whether the patient should be classified as conscious or unconscious. Among the evaluated 

approaches, the TCN achieved the highest performance, with an accuracy of 0.92 and an F1-

score of 0.92, outperforming the BiLSTM, Transformer Encoder, and Cascade LSTM models. 
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This result indicates that dilated temporal convolutions were particularly effective at capturing 

the sequential stimulus-response patterns underlying consciousness assessment. Although these 

results are promising, they should be interpreted as preliminary because they were obtained 

using a relatively small dataset of simulated triage scenarios involving healthy volunteers rather 

than real patients. 

 

Annex F.2 – Confusion matrixes 

 

 
Figure F.1. Confusion Matrixes for the final prediction of conscious or unconscious. 
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